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D 1.5 Cognitive organisation for sustaining eSMCs 
 
A study of the different organisational requirements to acquire, sustain and 
negotiate several eSMCs in a same cognitive agent. 

Deliverable specification 
The deliverable is linked to Task 1.3: Requirements for acquiring, sustaining and integrating 
eSMCs (UPV, UOS). 
 
An examination will be carried out regarding the plasticity mechanisms that allow embodied 
systems to successfully acquire new eSMCs or adapt to disruptions in sensors, effectors or other 
aspects of body morphology. Principles of regulation of plasticity will be studied (supported by 
modelling work in WP 2) to generate neural models that deal with acquisition, resolution of 
interference and higher-level combination of eSMCs. Particular attention will be paid to situations 
of conflict between eSMCs, for instance, in objects with multiple affordances. We will investigate 
whether there is a need for dedicated (neural) mechanisms at play during the acquisition, the 
adaptive maintenance and the integration of eSMCs, or whether, in contrast, a single 
organisational principle could explain the three phenomena. Following results from Task 1.1 on the 
distinction between the requirements for minimal action and minimal SMC-based skills, we will 
examine organisational support for the requirements of repeatability, reliability and plastic 
incorporation of eSMCs and investigate to what extent they might support the single organisational 
principle hypothesis. 
 
Expected results and presentation/verification: Neural model on plasticity mechanisms relevant for 
acquisition, resolution of interference and higher-level combination of eSMCs. 
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1. Introduction 
 
The sensorimotor approach to perceptual experience (O'Regan & Noë, 2001, Noë, 2004) proposes 
that at the root of perception there always lies a skilful engagement with the world, with an 
emphasis on the active connotation of the verb to engage. More specifically, perception involves 
the mastery of the laws of sensorimotor contingencies (SMCs), those regular sensorimotor co-
variations that depend on the environment, the agent's body, the agent's internal (neural) 
dynamics, and the task context and norms.   
 
While the proposal has seen no small amount of controversy and debate over the last decade, only 
recently have attempts been made to produce a formal theoretical framework to express the 
various claims of the theory, the relation between its proposed concepts, and the implications for 
experimental and modelling/robotic work. The very notion of SMCs, the core concept of the theory, 
had no formal expression until very recently when our group produced the first mathematical 
formalisation in terms of dynamical systems theory (Buhrmann et al, 2013, deliverable 1.2). 
 
One of our goals in the current deliverable is to proceed along similar lines of theoretical 
development and question another central concept of the sensorimotor approach: the notion of 
mastery of SMCs. 
 
The difference between perceiving and misperceiving seems to rely on the level of embodied 
know-how that an agent possess and is able to enact. And yet, although the primary literature 
discusses various examples of skill acquisition and adaptation to sensorimotor disruptions, it has to 
this date offered no explicit theory of perceptual learning. As we shall see in this report, such 
models are possible and can indeed take various forms. However, it can still be said that the 
theory lacks principles of organisation that would help us resolve questions of this kind: 
 

● By what mechanisms is mastery of SMCs acquired? 
 

● What counts as having acquired sufficient know-how of SMCs? What counts as mastery? 
 

● How is it possible to learn to perceive anything new if perception itself always relies on 
existing knowledge of SMCs, as SMC theory (SMCT) claims? 

 
● Are there distinguishable forms of adaptation, from adjustment and attunement to learning 

and acquisition of novel SMCs? Are there different principles of regulating plasticity in each 
case? 

 
● How do various sensorimotor organisations relate to each other in the same agent? 

 
● What kind of cognitive organisational principles can help sustain SMCs in a flexible 

manner? 
 
In order to start addressing some of these questions, SMCT requires the development of an 
explicit theory of learning. For various reasons discussed below, here we propose Piaget's theory 
of equilibration as a suitable starting point. In order to demonstrate the compatibility and various 



eSMCs FP7-ICT-2009-6 Grant No. 270212  

 

complementarities between this theory and SMCT, we re-formulate Piaget's proposal in dynamical 
systems terms that render it compatible with the dynamical definitions of SMCs (Buhrmann, et al. 
2013), thus further contributing to the formalisation of SMCT. Thus we demonstrate that it is 
possible for Piaget’s theory to be directly applicable to the dynamical systems version of SMCT. 
 
This report therefore contributes to the question of finding principles for the organization and 
acquisition of SMCs and eSMCs by focusing on the issue of mastery. There is a vast literature on 
skill acquisition, cognitive development and learning in psychology, on plasticity of different kinds in 
neuroscience, and on models of learning in AI and Robotics. However, the objective here is not to 
provide a thorough review but to focus on feasible ways to solve the problem of open-ended 
learning in SMCT at least in the form of general necessary principles and other requirements. The 
implementation of these principles, as we shall see, can take several forms and some aspects can 
be seen in concrete examples of learning within the project as well as general approaches which 
are discussed because of their immediate relevance. 
 
The rest of this report is organised as follows. Section 2 sets the conceptual background for the 
problem of perceptual learning, since it epitomizes the more general question of how should SMCs 
be organised, attuned and acquired in a cognitive architecture. Section 3 discusses how learning 
and plasticity are treated in the original SMCT literature. It is concluded that a sufficiently 
articulated theory of perceptual learning is lacking in this literature. Section 4 introduces the 
Piagetian theory of equilibration as a promising candidate from which such a missing general 
sensorimotor theory of learning can be developed. Section 5 translates Piaget’s theory into a 
modern dynamical systems formulation and establishes the strict compatibility with the dynamical 
operationalization of SMCs provided by Buhrmann et al. (2013). This step therefore formally 
demonstrates the compatibility between Piaget’s classical theory of equilibration and SMCT. 
Section 6 presents an intermediate discussion on issues that arise from the dynamical linkage 
between the two theories, returning to some of the conceptual issues raised in Section 2. Based on 
this, Section 7 derives a list of necessary (but probably not sufficient) principles for open-ended 
learning architectures. A few of the learning architectures within the project and some important 
general approaches are discussed in the light of these principles in Section 8. And finally, Section 
9, presents some overall discussion. A dynamical systems model of dynamical attunement to 
SMCs in an arm model is described in detail in the Appendix. 
 

2. Conceptual background 
Our particular focus on the questions we have raised in the introduction is motivated by the lack of 
a fully explicit theory of perceptual learning in SMCT. In this section we overview some of the 
philosophical background to this issue, since the problem we attempt to solve for SMCT is also 
relevant to wider, long-standing debates in philosophy of mind. SMCT emphasizes the claim that 
all perceiving involves understanding (Noë, 1999: O'Regan and Noë, 2001; Noë, 2004). The 
'understanding' in question is of a practical, engaged bodily kind; 'knowing how' rather than 
'knowing that', as analytic philosophers would put it. However, this kind of analysis of perception in 
terms of (practical) understanding has problems, which have been debated in the analytic 
controversy over whether or not perception has 'nonconceptual content'. Here, we briefly explain 
that debate, and then use it to raise a key question for the sensorimotor approach: how is learning 
from perception possible if, as the sensorimotor approach claims, you can only perceive what you 
already understand? 
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One claim which is often seen in the psychological and philosophical literature is that ‘all seeing is 
seeing as’. It might seem that this claim equates directly to the central claim of SMCT, that ‘all 
seeing fundamentally involves understanding’. After all, as the philosopher Christopher Peacocke 
once put it “experience … can hardly present the world as being [a certain] way [to a subject,] if the 
subject is incapable of appreciating what way that is” (1983; quoted in Noë, 1999). But now 
Peacocke rejects this line of reasoning (Peacocke, 1992), as do many other authors (Kelly, 2001; 
Cussins, 2002; Roskies, 2008; Hanna, 2011). These philosophers argue that perceptual 
experience fundamentally involves nonconceptual content. Experience with nonconceptual content 
is defined as being experience where the subject experiences the world as being certain way, but 
need not understand what way that is. 
 
An example from Peacocke (1992) is the layout of things in space around a subject. As Peacocke 
says, subjects need not have any concepts of directions, angles and distances, in order to 
experience the space around them. Therefore, Peacocke concludes, subjects need not understand 
what it is for space to be laid out around them in a certain way, in order to experience space as laid 
out around them in that very way. 
 
This would seem to imply that at a basic level, perception does not involve understanding at all. 
But things are not so simple. Consider the work of Ivo Kohler (1951 [1964]), involving long term 
adaptation to vision inverting prisms and lenses. Initially, on putting on such devices, the world 
ceased to make sense to Kohler’s subjects: objects moved around in completely unexpected ways, 
solid objects no long even appeared solid, but rather rubbery and distorted, and changeable in size 
and shape (Kohler, 1951 [1964] pp. 64-65). Nevertheless, for subjects who actively engaged with 
the world, after a long period of using such devices, the world slowly righted itself. Firstly actions 
became more and more correct, and eventually perception itself became more and more correct. It 
is notable that a) the adaptations, both behavioural and perceptual, were partial, and b) they were 
very situation dependent: subjects came to perceive correctly only in those situations where they 
had practice. Note also that Kohler’s subjects often used explicit strategies to react correctly in the 
initial stages of rehabituation, but that these strategies eventually became implicit, and automatic; 
and concomitantly, the visual world itself came to look more and more normal. 
 
Along with authors in the sensorimotor tradition (O’Regan and Noë, 2001; Hurley and Noë, 2003; 
Noë, 2004) we would argue that these experiments indicate that perceptual experience does 
indeed involve understanding (or, perhaps better, sense-making: Di Paolo, 2005; Thompson, 
2007), even at its most basic level. According to the sensorimotor view, it is precisely in having 
practical, engaged knowledge of how to move and navigate in 3D space, that we get to have 
experience of 3D space. Experiments such as Kohler’s and Rock’s indicate that this view holds up. 
Note, in particular, that the ‘understanding’ involved in perceiving space isn’t just an isolated 
subpersonal, automatic happening. Rather, our perception of 3D space (and indeed, on this view, 
all of our perception) is fundamentally integrated with our overall ability to understand and make 
sense of the world around us. Again, we emphasize that the understanding required by SMCT is 
not explicit mastery of abstract formalisms, such as the mathematics of motion in 3D space, but 
rather practical ability to perform tasks, according to one's norms or purposes. What is key is that 
the structure of the know-how which one acquires is indeed described by the relevant 3D maths, 
even though one has not mastered the maths explicitly or abstractly - this is basically what SMCT 
claims. 
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As another point of clarification, and to situate ourselves with respect to the relevant philosophy, 
we note that, for the purposes of this report, we will follow Noë (1999; 2004) in using the word 
‘conceptualism’ as a shorthand label for the view that perception is intimately linked to (indeed, 
always involves) understanding. Nevertheless, we want to emphasize that our aim (the same as 
Noë’s) is to explore the links between perception and practical sense-making (Di Paolo, 2005; 
Thompson, 2007), not between perception and language, nor between perception and symbol use, 
as the label ‘conceptualism’ might otherwise seem to imply (see Beaton, Submitted, for further 
discussion and defense of this usage of the term). 
 
Thus, in this report, we wish to specifically focus on the problem of perceptual learning, as a 
guiding question for our discussion. We acknowledge that broadly empiricist, nonconceptualist 
views of experience (Locke, 1689; Hume, 1739-1740; Price, 1950; Ayer, 1956; Peacocke, 1992) 
may seem to have less trouble accounting for learning that broadly conceptualist or constructivist 
views (Kant, 1781/1787; McDowell, 1996; Noë, 1999; Riegler, 2005). An empiricist-style view will 
have much less trouble accounting for perceptual learning because, according to such views, 
anything that a given subject could potentially perceive and understand is already at least implicitly 
present in the automatic, pre-understanding deliverances of their senses. For a subject to learn 
about some new aspect of the world would thus involve the subject learning to recognise explicitly 
what was already implicitly there in their experience. Conceptualist views (including SMCT) reject 
this framework, and argue that it is not logically possible for anything to be present in the 
experience of a subject, except due to the exercise of practical, embodied understanding of what is 
(or seems to be) present. But this seems to leave a deep problem with perceptual learning, 
because it seems that a subject cannot even perceive something that they haven’t learnt yet. How, 
then, can learning get started? 
 
In order to show quite how old this problem is, philosophically, we can even note that this problem 
closely resembles the foundational problem of epistemology as expressed by Plato in the Meno. In 
trying to determine the essence of virtue Socrates admits not knowing what it is but invites Meno to 
inquire, together with him, into its nature. Meno asks how will they manage to search for something 
of whose nature they know nothing at all; how will they even recognise it if they find it? Marjorie 
Grene, following Merleau-Ponty’s and Michael Polanyi’s conceptions of practical, embodied 
knowledge, comments that the structure of Meno’s problem is particularly puzzling, not to say 
unsolvable, if we assume that knowledge must be fully explicit (Grene, 1966, pp. 23-24). (Closely 
related points, to do with the nature of rule-following, have also been made by Carroll, 1895 and 
Wittgenstein, 1953/2001 §§185-242.) However, Grene argues, the problem does not involve any 
logical contradictions once we admit the possibility of knowledge or understanding having degrees 
of explicitation, from what we can verbalise, to the practical knowledge that we tacitly embody in 
our everyday skills. The “space” upon which a solution to the problem of perceptual learning may 
be sought is no longer that of the relation between fully achieved understanding and total 
ignorance, but a “continuous” space of different degrees of skilful coping with the world. Hence our 
choice to focus on two theoretical frameworks (namely SMCT, and Piaget’s framework) where, to 
different degrees, this space has been made explicit. 
 
In the next few sections, we will firstly briefly review the status of learning in the sensorimotor 
theory, arguing that SMCT requires an account of sensorimotor learning, but that it does not yet 
have one to answer the questions we raise here. Then we will review Piaget’s account of learning, 
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and will provide a dynamical sensorimotor analysis of Piaget’s theory of equilibration, which puts it 
in a form directly compatible with the earlier dynamical analysis of the sensorimotor theory 
provided by Buhrmann et al. (2013). 
 
This dynamical reformulation can then serve as a theory of perceptual learning for SMCT, at least 
in its third-person aspects. In the final part of this discussion of perceptual learning, we follow the 
advice of Varela (1996) and return to the first person, phenomenological level. Exactly as Varela 
suggested, we will argue that our dynamical systems analysis informs our phenomenological 
understanding, helping us to answer, at the phenomenological level, our original question as to 
how learning is even possible, on a conceptualist view. Equally, these phenomenological 
considerations in turn will help us clarify exactly what has been achieved in the dynamical analysis 
- in particular flagging up clear directions for future work. 

3. Perceptual learning in sensorimotor theory  
The original literature on the sensorimotor approach does, occasionally, refer to the learning of 
sensorimotor contingencies. But, as we shall see, whilst the theory requires that learning of SMCs 
be possible, original presentations of the theory did not discuss how this learning process comes 
about: they did not provide an answer to the questions we have raised above. We will return later 
in the report (Section 8) to the issue of how the framework for learning to be presented here relates 
to the insights about SMC learning developed elsewhere in the project. Our aim is to present a 
unifying conceptual framework, which makes sense of and integrates these various insights. 

The primary SMC literature discusses learning in two related contexts. Firstly, for the case of 
adaptation to left-right reversing prisms. In this case, a subject wears prisms which left-right 
reverse the visual world, for an extended period of time. As Noë notes, initially it is not just that the 
visual world appears reversed, but rather that the solidity and shape of objects seems 
fundamentally affected. Here is a quote, which Noë also uses, from one of Kohler’s subjects: 

“Countless times I was fooled by these extreme distortions and taken by surprise when a 
wall, for instance, suddenly appeared to slant down to the road, when a truck I was 
following with my eyes started to bend, when the road began to arch like a wave, when 
houses and trees seemed to topple down, and so forth. I felt as if I were living in a topsy-
turvy world of houses crashing down on you, of heaving roads, and of jellylike people.” 
(Kohler [1951] 1964 p.64) 

This is taken to support the sensorimotor theory, since the theory predicts that perception of 
solidity of objects involves mastery of the patterns of sensorimotor contingency involved in 
interacting with such objects – if these patterns are disrupted, then perception of solidity as such 
will be disrupted, too. Furthermore, recovery of ability in these cases is not all or nothing, but 
instead occurs piecemeal (Kohler, 1964). 

All this, too, supports the SMC theory, at least as opposed to some more internalist, 
representational theory. For instance, it is not the case that the brain simply needs to discover how 
to reverse some mental image, after which all tasks can be performed correctly again. Rather, 
according to SMCT and the evidence, the various different parts of the world, which we can 
perceive are all enacted. Recovering the ability to enact one part of perceptual content does not 
automatically involved recovering the ability to enact another part. 
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There is one further example in which the ability to learn is clearly important in original 
presentations of SMC theory. Hurley and Noë (2003), discuss the issue of what they have termed 
“cortical deference” vs. “cortical dominance”. Here, they are interested in how (or even whether) 
experience can be directly related to activity in a given brain region. For instance, does visual 
cortex always subserve visual experience, auditory cortex always subserve auditory experience, 
and so on? Perhaps the most striking example they use, to discuss this issue, involves ferret pups, 
whose brains are surgically altered shortly after birth, so that visual signals from the right visual 
field go to the part of the auditory cortex normally associated with sound from the right, and 
auditory signals from the right side are similarly re-routed to the visual cortex. Visual and auditory 
pathways for the left visual and auditory fields are left unchanged. 

It is found that these ferrets develop more or less normally, and are able to distinguish visual from 
auditory stimuli. Moreover, when trained to make visual discriminations using only the left (normal) 
visual field, this training transfers successfully to the right (altered) visual field. This implies that, in 
these ferrets, auditory cortex is subserving visual experience, and visual cortex is subserving 
auditory experience. Post-experimental examination confirms that the ‘re-wiring’ has indeed 
occurred, and that it is indeed the auditory cortex which is subserving visual experience, and vice-
versa, in these ferrets. This is an example of what Hurley and Noë term cortical deference, in 
which the experience is determined not by the brain area, but by the sensorimotor structure of the 
signals being processed. 

Another example of cortical deference occurs in TVSS (tactile-visual sensory substitution). In this 
now well-known approach (Bach-y-Rita, 1967; Sampaio et al., 2001), the visual array from a 
camera is fed to a 2D array of vibrating touch actuators on the body. In the early experiments this 
was a relatively large array, placed on the subject’s back. In more recent experiments, smaller 
arrays, which can be situated on the subject’s tongue, have been used. Very strikingly, subjects 
who are passively ‘shown’ the world via this system do not learn to perceive anything new. In 
contrast, subjects who are allowed to use the camera to actively explore the world can begin to get 
a sense that the system is providing visual-style access to the world within only a small number of 
days of training (Guarniero, 1974). Hurley and Noë argue that there is a distinctively visual 
phenomenology to this experience of the world – even though it is of course not nearly as detailed 
as normal vision, lacks colour, and so on. If this is correct, then this is another case of cortical 
deference: the areas of the brain, which normally subserve touch are now subserving visual 
experience. And, certainly, trained subjects do respond in very ‘visual’ ways to the new stimulation, 
for instance, ducking in response to looming stimuli (and, correctly ducking away from the looming 
stimulus as it approaches the camera, rather than ducking as if to avoid something approaching 
the subject’s back, where the touch actuators were actually situated, in the case of Bach y Rita’s 
early experiments). 

However Hurley and Noë also find examples of cortical dominance, where experience is 
determined by the brain region involved. Examples include certain cases of phantom limb 
syndrome (Ramachandran and Blakeslee, 1998), in which, say, touches to the subject’s face are 
also felt as touches on the subject’s missing (phantom) arm. This is hypothesized to be because 
the cortical representation of the face and the arm are nearby, in the brain. With no sensory input 
to the arm area, neural connections from the nearby face area ‘invade’ the arm area. But then, 
stimulation to the face is (correctly) felt as such, but also (incorrectly) felt as stimulation of the 
missing arm. In this case, it appears to be the brain area which determines the experience, not the 
sensorimotor pattern of the interaction. 
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Based on these and other cases, Hurley and Noë hypothesize that, if SMC theory is correct, 
cortical deference should be the norm: it will be normal for subjects to learn the SMCs of their 
relation to the world, and for their experience to track these SMCs. They explain cortical 
dominance as the less common case, which will occur either when the subject is prevented from 
actively learning the new pattern of SMC relations, or if there are limits of brain architecture which 
prevent certain learnt SMCs from being separated from each-other (they cite synaesthesia as a 
possible example of this). 

From these examples, we see that the active process of learning new SMCs is very important in 
SMCT. But what we are not told is how a subject learns new SMCs – this is not something 
discussed in the primary literature. Based on the examples above, we know at least one aspect of 
what the subject has to do: they have to actively engage. But what exactly do they engage with? 
How do they learn? Indeed, this returns us to the problem we started with: if SMCT is right, the 
subject seems to be left groping blindly, unable to perceive exactly what they need to learn to 
perceive. For instance, the subject might need to learn that the SMCs of visual perception are 
made available, via a TVSS device. But how can they learn this? For, before they have mastered 
the SMCs, the TVSS device will only seem to be delivering tactile stimuli. The very thing they need 
to learn – the constitutively visual pattern of interaction made available by the TVSS device – will 
be invisible to them, precisely because they have not learnt it yet. Once again, we wish to 
emphasize that this is a problem specifically for broadly ‘conceptualist’ theories of perception. If 
one is on the empiricist or non-conceptualist end of the spectrum, one will be able to argue that the 
specifically visual aspect of the experience is already there, for the subject, but the subject just 
does not understand it yet. But this is exactly the option which a ‘conceptualist’ theory (i.e. one 
which ties experience to understanding) cannot take. 

Therefore we see that, even in its own terms, the sensorimotor theory of perception requires an 
account of learning, since learning of SMCs is central to various key examples used in support of 
the theory. Nevertheless, the theory a) does not yet provide such an account, and b) cannot 
provide one in terms of non-conceptual content, or other perceptual ‘givens’, since there are no 
such things available to a ‘conceptualist’ style theory. We now turn to the theory which we believe 
provides a solution to this problem. 

4. Piaget’s theory of equilibration 
The problem of perceptual learning is analysed by Piaget within the broader framework of 
equilibration (Piaget 1936, 1947, 1969, 1975, see also Boom, 2009, Chapman, 1992 for 
discussions about the various formulations and interpretations; the relevant literature is large and 
we only evaluate the theory in its basic form). Here we briefly go over the central points of Piaget's 
research program, which needs to be seen precisely as the quest to determine how abstract and 
explicit (conceptual, mathematical, formal, rational) understanding capacities of human beings 
stem from their early and less explicit forms of sensorimotor organization. The set of 
developmental transitions that span this continuum are conceptualized under the general notion of 
adaptation, which itself is seen as a process of equilibration between assimilation and 
accommodation activities. These notions presents us with a suitable candidate solution for the 
problem of perceptual learning for, as we will see, they assume the possibility of different degrees 
of explicitation and kinds of understanding.  

Here we follow the standard interpretation of these terms. By assimilation Piaget denotes a 
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process by which an environmental aspect (a perturbation, a new object, or a novel situation, etc.) 
is integrated, coupled or absorbed into an existing physiological (metabolic, muscular, etc.) or 
cognitive (sensorimotor, perceptual, reflexive) scheme or structure. For the purposes of our initial 
presentation, we adopt Piaget’s famous example (Piaget 1936, 1947) of a child suckling at the 
mother’s breast. A baby assimilates the mother’s nipple into its suckling reflex (which is not simply 
a passive receiver of an external object, but in itself a sensorimotor structure involving a complex 
of muscular coordinations, proprioceptive, tactile, temperature and taste sensory feedback, etc.). 
But a basic propensity to suck typically does not equate to immediate comfort at the breast. The 
baby has to learn to ‘latch on’ successfully, to become comfortable with the shape and feel of her 
own mother’s breast. That is, the baby has to learn a new pattern of sensorimotor organization. In 
Piaget's notation, an agent's scheme or coordination structure A assimilates an environmental 
aspect A', that in turn leads to the scheme B that demands and assimilates B' in a sequence 
scheme, or organization, expressed as AxA' → B; BxB' → C; CxC' → … . In terms of the example, 
A can denote suckling and A' the mother's breast, B swallowing and B' the milk, etc. Note that for 
Piaget (as for the ‘conceptualist’ views discussed in the preceding section) the environment is not 
a set of pre-existing stimulus conditions that impact on the organism to produce a perceptual or 
cognitive effect. Only what can be assimilated in an already existing scheme or sensorimotor 
coordination pattern (i.e., an action or operation of the subject) can be perceived.  

By accommodation Piaget refers to the process by which the physiological or cognitive scheme or 
structure is modified, modulated or transformed to facilitate or encompass the assimilated aspect 
of the environment. So, for instance, the suckling sensorimotor coordination of the baby gets 
progressively attuned to the size, texture and shape of the nipple. So, variations of A get 
progressively attuned to A'. 

Equilibration is the process by which a given cognitive or biological organization, as a result of a 
maturational process or in the presence of an ever changing environment, new challenges, 
obstacles or any internal sources of instability or tension, reaches a new and more complex form of 
organizational stability. Piaget denotes the stability of the organization as the closure of a cycle of 
sensorimotor engagements: AxA' → B; BxB' → C; CxC' → … → Z; ZxZ' → A. We refer to this cycle 
as a sensorimotor scheme or organization. Even though the simple cycle is the paradigmatic case, 
Piaget admits for the possibility of additional complexity (short-circuits, intersections between 
cycles, etc., Piaget, 1975, p. 10). He hints at the fact that ultimately a cycle should be understood 
as conservation of the conditions of viability of an organism or a cognitive system as a whole (ibid., 
p. 11). In a similar way as in current work in the enactive approach (Barandiaran 2008, Di Paolo, 
2005, 2009, Di Paolo and Thompson, forthcoming, Thompson, 2007), it is the conservation of a 
self-sustaining circular organization that can be proposed as grounding aspects of normativity. In 
this case, the evaluation of whether equilibration occurs (or not) corresponds to the cycle closing 
back on itself (or not).  

An equilibrated organization will be perturbed by the new possibilities for action and the higher 
order tensions it is able to generate itself. For instance, if the baby is presented with a milk-bottle 
for the first time, she now faces the challenge of accommodating a new object with new properties 
(texture, friction, shape, etc.). These differences induce instabilities in the suckling organization 
scheme. As a result, a new accommodation process is triggered, and repeated exposure to these 
conditions will soon, by the interplay between assimilation and accommodation lead to a new 
equilibration of the suckling sensorimotor organization and eventually splitting these organizations 
into two broad categories: A1xA1' → B1; B1xB1' → …, corresponding to breastfeeding and A2xA2' → 



eSMCs FP7-ICT-2009-6 Grant No. 270212  

13 

B2; B2xB2' → …, corresponding to suckling from the milk-bottle.  

A more radical equilibration process might result from the development of the baby’s muscular and 
sensorimotor capacities. When the baby starts to grasp objects and bring them to her mouth, the 
suckling coordination might be triggered in an assimilation attempt, yet the subsequent 
sensorimotor coordinations may be severely challenged (e.g., if the object is a puppet) and a 
further equilibration process that results from the inability to assimilate this new object and to force 
an impossible accommodation to the suckling scheme might lead to the higher order equilibration 
where sensorimotor organizations are now split into suckable and non-suckable (yet graspable, 
movable, chewable, etc.) patterns. A further equilibration process might result from an increasingly 
stabilized habit of bringing the thumb or a dummy to the mouth to be assimilated into the suckling 
scheme as breastfeeding becomes less frequent, and so on. In turn, this new assimilation A3xA3' 
now leads to a modification of the swallowing coordination transforming the original sequence AxA' 
→ B; BxB' → … into A3xA3' → B3; B3xB3' → … that might later be further transformed into a 
repetitive biting pattern when teeth start to grow A4xA4' → B4; B4xB4' → … . These processes of 
differentiation of sensorimotor organization schemes, their grouping and branching, sequential 
ordering, etc. lead to higher order equilibrations that are richer in diversity and combinatorial 
potential than what the previously existing cognitive organization made possible. This is what 
Piaget calls maximizing equilibration. 

Piaget describes two kinds of perturbations that may be encountered by an established 
sensorimotor or cognitive scheme: obstacles (contradictions or disturbances) and lacunae (gaps 
that need to be filled in the current organization) (Piaget, 1975, Boom, 2009, see also Section 5). 
Both types are manifested in the concrete encounter between agent and world regardless of 
whether they originate from changes in the world or from internal contradictions (for instance in the 
case of conflicting sensorimotor schemes). This is important because Piaget’s theory implies, but 
perhaps does not emphasize enough, that what drives equilibration (obstacles and lacunae) are 
encounters with the world and there is always a possibility that the world may “guide” part of the 
equilibration process. The theory might otherwise be interpreted as too internalistic, relying only on 
the reorganization and adjustment of existing sensorimotor coordinations. Maximal equilibration 
corresponds to the situation in which a sensorimotor or cognitive organization already anticipates 
all obstacles and lacunae. The latter have no disturbing effect because the cognitive structure has 
already fully adapted to them. In other words, maximal equilibration is that (possibly unattainable) 
state where the enactment of sensorimotor schemes required no further accommodation to the 
world.  

It is important to note that equilibration processes are not limited to agent-environment dynamics. 
Piaget distinguishes three broad categories of equilibration: 

1. Those forms of equilibration that involve interactions between agent and environment and 
result from dis-equilibration between coordination processes A, B, C, … and environmental 
aspects A', B', C'. 

2. Those due to the reciprocal accommodation and assimilation between sensorimotor or 
cognitive schemes or subsystems, so tensions due to the inability to assimilate or 
accommodate the sequences or relationships of the form (A, B, C) ↔ (X, Y, Z) leading to 
new forms of internal adaptation (A1, B1, C1) ↔ (X1, Y1, Z1). 

3. Those forms of equilibration that result from tensions between a particular scheme and the 
systemic totality. This is, according to Piaget, a new form of equilibration, since it involves a 
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hierarchical dimension of relationships among schemes or subsystems. Equilibrations of 
this kind might lead to systemic re-arrangement that provide new systemic properties and 
relationships, of e.g. higher generality. 

 
To illustrate the difference between the first and second category of equilibration we can use an 
example by Piaget. An equilibration of the first kind occurs, for instance, when children learn to 
recognize individual letters presented in a mirror. They easily learn to recognize, say, a “K, and can 
generalize this ability to other letters in the alphabet. When shown an “M”, however, the children 
often get confused, because the mirror image of the letter is the same as the non-mirrored letter, in 
contrast to the previous examples. This can be interpreted as a tension between the two skills of 
recognising letters that are either mirror-symmetric or not, and overcoming this tension is an 
equilibration of the second category. 

Piaget's framework makes possible a progressive microgenetic conception of the changes that 
make cognitive development possible. This is important if we consider the problem of perceptual 
learning because it helps solve the apparent conundrum if we conceive of understanding in the 
explicit sense, something that can only be either present or absent. To repeat the Platonic 
conundrum: I can only perceive what lies in front of me if I understand it with the categories and 
skills I already posses, yet new categorizations are required to perceive something new and there 
seems to be no other source of categories than those of the pre-existing kit. A microgenetic 
approach works on a graded conception of explicitness in understanding (see above) and so it 
allows us to specify the mechanisms and processes involved in the emergence of new perceptual 
categories, habits, organized sensorimotor schemes and operations. One might be able to 
recognize the operations of such microgenetic processes within one’s own phenomenological 
structure, and indeed this is part of what we try to do in the last section, but certainly the type of 
dynamic processes involved might not be explainable in standard folk psychological terms. 

5. Towards a dynamical systems description of equilibration 
One of the major difficulties faced by a contemporary reappraisal of Piaget’s theory of equilibration 
is the fact that while the theory is described using dynamical terms that include attraction, plastic 
gradual reinforcement, channeling, stability and perturbation and related phenomena, the formal 
characterization offered by Piaget is expressed mainly in algebraic notation and lacks the temporal 
character and infinitesimal gradation which are characteristic of dynamical systems theory. As a 
result, despite a recurrent reference in Piaget’s later work to dynamical systems oriented 
theoreticians (like von Bertalanffy, Ashby, Prigogine, etc.) Piaget's own work omits the formal 
characterization that could fully do justice to the essentially dynamical character of his proposal. 

This pattern, of reference to dynamical ideas, but lack of specific dynamical models has also been 
the situation in most of the primary literature on SMC theory to date (Buhrmann et al. 2013); both 
in general and, as we have argued above, as concerns what this theory has to say about learning 
and plasticity in particular. Philipona has provided analyses of sensorimotor learning at an abstract 
level (e.g., learning the dimensionality of the space one is embedded in, Philipona et al., 2003; 
2004). This work addresses the learning of very abstract features of space, but does not yet 
explore the general dynamical structure required, for learning arbitrary, non-pre-specified SMCs. 
Elsewhere, the work of Maye and Engle (2011; 2012a,b) does indeed try to allow for general 
purpose learning of non-pre-specified SMCs. We believe that several aspects of this latter 
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approach are compatible with the dynamical framework we present. 

We do not propose here to offer a full dynamical systems account of Piaget’s theory of 
equilibration. But we will demonstrate how some dynamical systems interpretations of this theory, 
even if only partial at this stage, can act as a common language between Piaget and SMCT. 
Piaget’s theory of equilibration and SMCT share the view that a perceptual situation, a process of 
active perception, is constituted by the coordinations that an agent is currently engaged in through 
its interaction with its surroundings (the deployment of skillful sensorimotor coping) and the 
possibilities for action that the situation makes possible for that particular agent and its skills or set 
of sensorimotor capacities. However, the point where SMCT remains mostly silent is, as we have 
argued above, exactly where Piaget has put his focus: the transformation of these coordinations 
and schemes. And, reciprocally, SMCT has been formulated at a level of detail and attention to 
embodied and situated aspects of cognition that might well complement some of Piaget’s 
proposals or suggest new interpretations. 

In order to put SMCT and the Piagetian paradigm into a mutual dialogue, we propose to use the 
framework of dynamical systems theory. Buhrmann et al. (2013) have provided a dynamical 
systems interpretation of SMCT but this was done in general terms and applied to a relatively 
simple case study that does not involve sensorimotor learning. Here, we extend this dynamical 
analysis to the present problem.  

For the sensorimotor approach, perception relies on lawful regularities in the sensorimotor flow, 
that is, on SMCs (O’Regan & Noë, 2001).  The concept of SMCs refers to predictable or “lawful” 
co-variations of sensory stimulation, neural, and motor activity. For example, the projection of a 
horizontal line onto the retina changes from a straight line to a curved arc as one shifts the eye’s 
fixation point from the line itself to points above or below it. In contrast, if the focus is moved along 
the line no such transformation takes place. The geometry of the viewed object, the morphology of 
the retina, and the particular movement pattern employed, all determine regularities in sensory 
stimulation (O’Regan and Noë, 2001, p. 941). However, what counts as sensorimotor dependence 
varies if we focus on all possible scenarios given the details of the agent’s sensory and motor 
systems and its surroundings, or if we study the agent as the partial creator of such regularities, or 
if we consider different task-oriented scenarios with different patterns of saliency.  

To account for these possibilities, Buhrmann et al. (2013) propose four formal concepts of SMCs, 
and describe them in dynamical systems terms. These are: sensorimotor environment, 
sensorimotor habitat, sensorimotor coordination, and sensorimotor strategy. The sensorimotor 
environment describes the set of possible sensory changes induced by arbitrary (open-loop) motor 
activity. It depends on the structure of the environment and the details of the agent’s embodiment, 
but not on the internal activity that regulates the agent’s behaviour. It can be used to determine 
sensorimotor invariants such as relevant symmetries and asymmetries (e.g., the retina example). 
The sensorimotor habitat is again a general mapping, but taking into account the closed-loop 
situated agent, i.e., how the agent itself induces motor changes and how these changes affect 
sensory activity. The first two sensorimotor structures are general in the sense that they are 
supposed to map the full spectrum of possibilities for a given agent and situation. The next two 
sensorimotor structures are more specific. A sensorimotor coordination describes particular 
sensorimotor patterns that are reliably used in performing a task. These can be cycles or transients 
in sensorimotor space and depend on the environment, the body, the inner activity, and the task-
related context. Finally, sensorimotor strategies are organizations of several sensorimotor 
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coordinations, which are subject to some normative framework (for instance, considerations of 
efficiency or fluency). 

These concepts are formalized as functional mappings involving variables such as the activity of 
sensors and motors, internal (neural) activity, relative positioning and configuration of the body, 
and so on.  

In Piaget’s terminology, sensorimotor coordinations in the SMC sense correspond rather 
straightforwardly to the patterns of coordinations grouped under the labels A, B, C, … that form the 
organism’s side of the pairings that when organized in a cycle compose a sensorimotor sequence 
scheme or organization. The latter total scheme or organization corresponds to one kind of 
sensorimotor strategy according to the terminology of Buhrmann et al. (2013). The environmental 
responses A’, B’, C’, …, again in Piagetian terms, are also taken into account in the dynamical 
formulation of sensorimotor contingencies (ibid.) through an equation describing the environmental 
intrinsic and responsive dynamics.  

Piaget’s coordinations are often described as totalities (e.g. Piaget 1936, p. 13, 1975, p. 10), i.e., 
they involve the organism as a whole. In practice, these coordinations are exemplified by 
contextually relevant local sensorimotor engagements (e.g., suckling, swallowing). The dynamical 
concept of sensorimotor coordination admits both the total and the local reading, but it is often 
used in the local sense. Hence, sensorimotor strategies (the organization of several sensorimotor 
coordinations in time and space) may involve fine-tuning the relative timing, length, spatiality and 
intensity of sensorimotor coordinations involving different parts of the body. Although comparable 
with Piaget’s cyclic organizations, sensorimotor strategies also refer to more detailed aspects of 
sensorimotor order that remain implicit in the theory of equilibration. In addition, sensorimotor 
strategies need not present a circular organization. This is because their normativity is grounded 
elsewhere, either in the self-constitution of the organism in the enactive approach (Di Paolo, 2005; 
Thompson, 2007) or externally, as in norms imposed on the organism (efficiency in labour time, 
craftsmanship, dexterity in sports, etc.). For these reasons, sensorimotor strategies can be more 
complex than cycles, but it is nevertheless possible to apply the notions of assimilation and 
accommodation by adopting a criterion of equilibration that follows the organismic or the externally 
imposed norm. 

Barring these differences, that might later be exploited to inform the Piagetian approach, it seems 
so far that Buhrmann et al.’s (2013) dynamical approach to SMCs promises to establish a 
compatibility between the theory of equilibration and SMCT. What remains to be seen is how we 
interpret the concepts of assimilation, accommodation, and maximal equilibration in these terms. 
First, we look again at equilibration describing it as simply as possible in dynamical terms. 

In dynamical systems terms we have two coupled systems, the agent and the environment. Since 
they are coupled, some parameters in each of these systems are affected by the state of at least 
some variables in the other. Throughout the following analysis we will focus on two lower 
dimensional projections of the full coupled system: one projection looking at the state of the 
agent’s sensorimotor variables, and another projection looking at the sub-set of environmental 
variables that have a direct effect on the agent. The variables in the sensorimotor projections are 
affected by other variables belonging to the agent as well as by variables in the environmental 
projection. And similarly for the environment. Those agent variables (say hormonal state, neural 
activity) that are not directly coupled to the environment, and similarly the environmental variables 
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that are not directly coupled to the agent, are not expressed explicitly. 

Let us consider a case of an equilibrated sensorimotor organization, which we will denote as O = 
AxA' → BxB' → CxC’ → AxA’. Dynamically speaking, each class of sensorimotor coordination (A, 
B, C) involves establishing structured patterns of motor and sensor co-variation in a task-related 
context. These can take the form of a reliable transient (one that will likely occur in the right 
conditions) or a metastable set of states a(t) that fulfils the condition of belonging to the same 
sensorimotor class, i.e., a(t) ∈ A. The class A is defined as those sensorimotor trajectories that 
assimilate those aspects of the environment that contribute to generating trajectories that belong to 
A’. We now clarify what this means. 

We shall say that a sensorimotor coordination in class A assimilates an environmental feature or 
process that contributes to producing time-varying states a’∈A’ when the following two conditions 
apply (see figure 1, left): 

1) Stability condition: a sensorimotor pattern a = a(t), a∈A occurring in conjunction with an 
environmental pattern a’=a’(t), a’∈A' are mutually stabilized, i.e., the full agent-environment 
coupling does not produce sensorimotor or environmental states outside the respective 
sets.  

2) Transition condition: if the combination (a,a’) in the coupled system is produced such 
that (a,a’)∈AxA’, then this leads in time to the production of  sensorimotor pattern b = b(t), 
b∈B in the agent and the production of states b’=b’(t), b’∈B’ in the environment, where BxB’ 
is the next stage in the cycle.  

These conditions are then applicable to other links in the chain, so that as the agent approaches a 
state in B and the environment approaches some state in B’, these states tend to stabilize each 
other (condition 1) and lead the coupled system to the next stage (condition 2). 

As a shorthand we will sometimes describe the class of sensorimotor coordinations A as 
assimilating the class of environmental features A’. 

Notice that because the dynamical systems description is formulated without assuming a clear 
delimitation into well-defined agent or environmental stages (AxA’ → BxB’), it is more general than 
the typically discrete Piagetian style (AxA’ → B; BxB’ →) (Piaget, 1975, p. 10). The Piagetian case 
is a particular version of the dynamical description where the coupled system produces a clear 
behavioural outcome b∈B which is later co-responsible (in combination with the environment’s 
intrinsic dynamics) for the production of a state b’ belonging to the assimilated set B’. This staged 
sequence does not need to occur in all circumstances nor is it essential for interpreting assimilation 
dynamically. 

Graphically the sensorimotor organization O can be represented as a set of closed loops when the 
coupled system is projected onto the space of sensorimotor coordinates (figure 1, right). Each loop 
is not necessarily identical to the others because assimilation implies that the agent’s sensorimotor 
activity will keep on cycling through the equivalent sensorimotor states a∈A, b∈B, and c∈C in 
equilibrated coupling via conditions 1 and 2, with environmental states a’∈A’, b’∈B’ and c’∈C’ 
respectively (figure 1, left). We take the bundle of all these possible trajectories as the graphical 
description of the cycle O. The grey areas then represent the different sets A, B, C (and A’, B’ in 
Fig.1 left). In the dynamical formulation, the distinction between stages must somehow be pre-
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given and related to meaningfully (at least from the agent’s or the observer’s perspective) distinct 
sensorimotor engagements (suckling, swallowing, breathing, etc.). In other words, the difference 
between sensorimotor engagements A and B is defined externally. The shape and extent of the 
grey areas, however, is defined by meeting the conditions 1 and 2 in a way that a closed cycle is 
formed. (Notice that the grey areas are drawn as smooth and continuous for illustration purposes; 
in general the sets A, B,... and A’, B’, … need not have an obvious topological representation in 
sensorimotor coordinates). In dynamical terms, in this representation, the organization O 
corresponds to a metastable region in sensorimotor space. We assume that equilibration has been 
maximized if cycles occur within the grey band. 

 

Figure 1: Left: Illustration of the two conditions describing assimilation. Condition 1 (stability): A trajectory in 
projection of sensorimotor space a(t) (left, top) belongs to a set A (sets are represented by gray bands), 
which is mutually stabilized in coupling with a trajectory in the relevant projection (E) of environmental 
variables a’(t) that belongs to region A’. Condition 2 (transition): a(t) in coupling with a’(t) lead respectively to 
b(t)∈B and b’(t)∈B’, the next stage in the sensorimotor organization O. Right: Projection of O onto sensory 
and motor coordinates.  

Let us now consider accommodation. A perturbation to the sensorimotor organization O implies 
that a situation has occurred that locally, at some point in the cycle, does not fulfill either condition 
1 or 2. In each of these cases the environmental dynamics are not assimilated by the agent. 

This can happen, for instance, when the stability condition (1) fails: during the AxA’ situation, and 
for reasons that can originate in internal or environmental dynamics, the sensorimotor trajectory 
a∈A and the environmental trajectory a’∈A’, or both, become unstable (i.e., they fall outside their 
respective assimilated sets). This leads either the agent or the environment, or both, to trajectories 
outside the assimilated sets: d∉A and/or d’∉A’. The agent experiences this as an obstacle; 
something in the relation between environmental variables and the enacted sensorimotor 
coordination has failed where in the past it used to work. 
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Alternatively, the perturbation may occur when the transition to the next stage in the cycle fails 
(condition 2). Even if a∈A and a’∈A’ are both stable, i.e., within their respective sets A and A’, the 
conditions of the coupling change such that instead of leading to b∈B they lead to e∉B and/or 
instead of leading to b’∈B’ they lead to e’∉B’. This is the case of a lacuna, i.e., something is 
manifestly ‘unknown’ about the world since the ‘right’ handling of the situation (AxA’) does not lead 
‘as expected’ to the next stage in the cycle. 

Notice that since the dynamical interpretation is based on the properties of the agent-environment 
coupling, i.e., on the relation between the agent and the environment, a particular failure (in 
conditions 1 or 2) can in principle equally originate from internal or environmental proximal causes. 
The origin of a perturbation is invisible to the agent, only its effect is manifested as a disruption of 
the sensorimotor scheme: the loss of ‘control’ over a previously stable sensorimotor coupling or the 
failure of an effectively achieved coupling to lead to its usual result. The names obstacle and 
lacuna are used here for their relational effects on action and perception, not for their (not directly 
perceivable) proximal causes. 

If we assume that the grey areas in figure 1 represent trajectories belonging to the condition of 
having achieved maximal equilibrium and that these trajectories define the subsets A, B, and C 
(and a similar condition of maximal equilibration defines the sets A’, B’ and C’ on the environmental 
side), then any perturbation as defined above (either an obstacle or lacuna) will escape from the 
set of maximally equilibrated trajectories (the grey zone). And, all other things remaining equal, in 
principle, it cannot be expected to return to the grey zone, except fortuitously, for instance, through 
an independent environmental change. Anything that at the personal level could be described as 
an attempt to deal with an obstacle or lacuna, i.e., an attempt to bring the unexpected situation 
back into the sensorimotor organization O, will imply at the dynamical, subpersonal level that 
things do not remain equal – i.e., that some form of plastic change must occur. 

Both the agent and the environment, as dynamical systems, are described by a set of variables 
and a set of constraints and parameters. We call this latter set R for the agent and R’ for the 
environment. A coupling, as we have said, implies that at least some of the parameters in one 
system depend on the state of the variables in the other. But other processes apart from the 
coupling may also drive parametrical changes, we call them processes of explicit plasticity. 

For accommodation to occur in the conditions we have described, some form of explicit plasticity is 
needed1. In principle, this may either occur on the agent’s side or in the environment (either in R or 
R’). Consider, for instance, the case of a lacuna, a failure in the transition AxA’ → BxB’. This 
means that, after producing (a,a’)∈AxA’, a new combined state (e,e’) is produced where at least 
one of the following conditions is true: e∉B or e’∉B’. This breaks down the cycle. Let’s suppose 

                                                
1 Contrary to what is traditionally assumed, it is possible for a system to exhibit adaptation, learning and other history-
dependent behaviours without explicit plasticity (e.g., Izquierdo et al. 2008). Those forms of adaptive behaviour rely on 
the rich dynamical possibilities of systems with sufficiently high dimensionality. Such systems learn by selecting different 
regions of their dynamical landscape in a history-dependent manner, a form of implicit “plasticity”. Thus, agents 
controlled by dynamical neural networks can perform some forms of learning and history-dependent categorization 
without any changes to the structure of these networks (e.g., the connection weights). In our description, such systems 
would by themselves, without the need for parametrical change, already assimilate what may look like a perturbation at 
the local, immediate timescale. Externally, and with respect to the timescale of behaviour the agent is seen as 
“perturbed” and then adapting to this “perturbation”. But on a sufficiently long timescale, in the absence of explicit plastic 
changes, a reliable (not fortuitous) return back into the sensorimotor scheme O implies that the original “perturbation” 
was not such, and had been assimilated all along, only that this did not seem to be the case at the timescale of 
observation.  
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that, on attempting the same transition again, a plastic change has the effect of producing a 
different sensorimotor transformation  (a,a’) → (b1, b’1) such that the new environmental trajectory 
b’1 is now produced instead of e’ and a new sensorimotor coordination b1 is produced instead of e. 
We assume that like e, b1∉B or that like e’, b’1∉B’, i.e., either the new sensorimotor trajectory or the 
new environmental trajectory, or both, are still outside the previously assimilated set. However, 
let’s assume that unlike the combination (e,e’) now the combination (b1,b’1) does lead back to 
(c,c’)∈CxC’. Then the factors that lead to the new trajectory b1’ have been accommodated. If the 
accommodation does not disturb the already assimilated set B’ (which may or may not be the 
case), then the set B1' = B’∪{b1’} defines the newly assimilated environmental conditions and B1 = 
B∪{b1} the accommodating class of sensorimotor coordination. The new organization is now O1 = 
AxA' → B1xB1' → CxC’ → AxA’. In longer sensorimotor schemes a return to the cycle may occur at 
a later point in which case the sets describing the intermediate links need to be redefined 
accordingly. The case of an obstacle can be treated similarly (plasticity would be involved in 
transforming the new situation (e,e’) into (b1’, b1’) such that b1 and b1’ reliably stabilize each other 
within the accommodated new set B1xB1').  

In Piagetian descriptions, accommodation seems always to imply plastic changes in the agent (in 
R) and not in the environment. This is fitting since Piaget’s is interested in human development 
starting from its biological roots. However, it is interesting to note that we often equilibrate our 
sensorimotor operations by modifying the environment. Like many species we are active 
constructors of our environments, either purposefully or not. If it is too cold to perform our activities 
outdoors, we accommodate this obstacle by wearing warmer clothes, not by growing fur. And there 
may be a range of less obvious cases where the agent’s activity is not directly aimed at 
transforming the environment but such transformations occur nonetheless (e.g., the formation of 
trails on grass, the emergent spatial ordering of work spaces (Agre, 1997, Kirsh, 1995, 1996) and 
so on). In the rest of this section we stay on the agent’s side to keep things simple and because it 
fits the traditional Piagetian interpretation. However, the analysis permits equally well to consider 
the cases in which accommodation occurs by the agent inducing environmental plasticity such that 
the sensorimotor patterns are modified without requiring any physical alteration to the organisation 
of the agent itself. 

How should changes in the set of parameters R occur? What triggers them? These are important 
questions that will largely depend on the case in question. Ashby’s (1960) general formulation 
postulates that these changes could happen at random as soon as they are triggered by the 
mismatch between the current situation and the acceptable (equilibrated) set of possible agent-
environment states. The random search continues until re-equilibration occurs. It is clear that 
natural adaptive behaviour uses more sophisticated strategies about which we can say little in 
general terms here (but see Kostrubiec et al. 2014 for an example involving two types of dynamic 
adaptations: qualitative bifurcations and gradual shifts of the intrinsic dynamics of the learner). But 
we can affirm one implication that arises from our formal description: accommodation always 
involves an element of randomness. If this was not the case perturbations could not occur since 
we have assumed maximal equilibration ex hypothesi. Moreover, if a sure, deterministic 
accommodating strategy exists and the agent can deploy such a strategy, this would mean that the 
“perturbation” has been assimilated all along. True, open-ended accommodation therefore implies 
some degree of random search in how internal parameters are affected and/or randomness in how 
the environment responds to these parametrical changes.  

If and when accommodation has only additive effects, i.e., they add to the set of assimilated states 



eSMCs FP7-ICT-2009-6 Grant No. 270212  

21 

without subtracting previously assimilated conditions from the previous sets, then maximal 
equilibration is conserved. If not, maximal equilibration may be re-attained through a sequence of 
accommodation steps (learning the new but also re-learning the old). One might assume that the 
meta-stable situation that defines the sensorimotor organization would imply a tendency towards 
maximising equilibration. This is not necessarily the case. However, some strategies for the 
regulation of plasticity may make this likely. For instance, if there is a balance between a tendency 
towards sedimenting states (infrequently inducing plasticity) that have been assimilated for a long 
time and an opposing tendency toward inducing increasingly more plasticity as perturbations 
become more frequent, then the conditions may be in place to “protect” what has already been 
learned while keeping it relatively open to changes if needs be.  

In practice, in many cases we witness a tendency towards maximal equilibration as learning 
progresses. This tendency can be measured by dynamical signatures, for instance by studying 
long terms correlations (e.g., van Orden et al. 2003, Dotov et al. 2010). Such measures are 
indicative of the degree of fluency in sensorimotor engagements and other important aspects, for 
instance whether the action is more driven by the agent or by the environment. 

We have linked the Piagetian sensorimotor organization or scheme with the dynamical concept of 
sensorimotor strategy (Buhrmann et al., 2013). The latter is described more explicitly, as we have 
said, in that it allows for complex spatiotemporal relations between partial sensorimotor 
coordinations, which in Piagetian terms would be subsumed as a sequence of states in a totality. 
Without altering radically the present analysis, we can account for Piaget’s second type of 
equilibration (between sensorimotor coordinations), by simply noting that plasticity in the agent 
may occur not only in parameters that regulate the sensorimotor coordinations themselves, but 
also their inter-relation as defined by a sensorimotor strategy (e.g., relative timing, duration and 
intensity). In fact, it seems unlikely that in complex adaptive systems, a parametrical change would 
affect only one sensorimotor coordination without affecting others. The condition of equilibration in 
such cases would not necessarily be a return to some later segment of the original cycle, but a 
mutual accommodation of the various elements of the sensorimotor strategy with respect to each 
other, a transformation of the scheme as a whole.  

Figure 2 illustrates the foregoing analysis. Inset 1 shows a maximally equilibrated organization O 
and one given trajectory within the grey zone that defines it. A perturbation occurs (inset 2) such 
that the coupled system moves away from the maximally equilibrated area. A series of plastic 
changes are induced with the result that the trajectory comes back in some areas to the original 
cycle. As further accommodation events occur the new scheme O1 may become maximally 
equilibrated again (inset 3). Here we also show an additional possibility. It may happen that new 
metastable regions can be discovered by the plastic exploration of sensorimotor couplings while 
the system is in the process of accommodating the original perturbation. This will result in the 
creation of a new sensorimotor organization O2 without the disappearance of the modified original 
one O1. This organization may not be initially maximally equilibrated but, in the right circumstances 
may increasingly approach this condition. This difference is graphically illustrated as the difference 
between the jagged loop in inset 3 and the smooth loop in inset 4 (although this is arbitrary as 
equilibration could indeed look jagged on the plot and still be maximal). 

In terms of our previous example, O could correspond to the sensorimotor breastfeeding cycle 
(Figure 2, inset 1). A perturbation occurs (inset 2), for instance, the first attempt at feeding from a 
milk bottle. The breastfeeding cycle serves here as the departure point for accommodating the new 
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situation. Through plastic changes and “re-use” or adjustment of sensorimotor elements in the 
breastfeeding cycle (e.g., the baby changing the relative timing duration and intensity of suckling, 
swallowing and breathing), the milk bottle is accommodated for the first time. Through further 
disequilibrium and subsequent accommodation, the milk bottle cycle begins to be maximally 
accommodated. A separate grey area begins to be defined (inset 3). This corresponds to new milk-
bottle feeding sensorimotor scheme O2 while the breastfeeding scheme still remains though 
possibly modified in shape (O1). There may be some “interaction” between the two organizations 
(higher order equilibrations as described by Piaget) through mutual accommodation. O1 is likely to 
be differently shaped as O2 becomes maximally equilibrated (inset 4) but the details of this higher-
level plastic process are not described here. 

 

Figure 2: Accommodation and equilibration. Top left: a maximally equilibrated sensorimotor organization O; a 
trajectory in sensorimotor space is shown within the gray band defined by O. Top right: a perturbation brings 
the sensorimotor trajectory outside the gray band, however, due to plastic changes, the trajectory is 
accommodated and a cycle restored. Bottom left: through repeated perturbations and re-equilibrations, the 
organization O has been turned into O1 and another organization O2 has been equilibrated, they correspond 
now to two different kinds of sensorimotor engagements. Bottom right: O2 attains maximal equilibration 
(represented graphically as a smoother trajectory that does not leave the grey band) and O1 has been re-
shaped due to a mutual accommodation between the two clearly distinct sensorimotor schemes. 
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6. Conceptual issues raised by the dynamical analysis 

In this section, we now return to the philosophical issues of our introductory section, by looking at 
how the above dynamical analysis of Piagetian learning can shed light on the personal-level 
problem of learning, within a broadly ‘conceptualist’ viewpoint. Recall that conceptualism, as we 
are using the term here (following Noë and some others) is not about linking perception to 
language, but rather about tightly linking perception to practical, embodied understanding of how to 
act in the world. In this sense of the term, both Noë and Piaget can accurately be described as 
conceptualists. 
  
We note, importantly, that our original, motivating question about the problem learning lay at the 
personal or phenomenal level. We could rephrase it by asking, what is it like to learn? Within a 
broadly ‘conceptualist’ picture of learning, how could a perceiving subject be guided by the world, 
to come to understand (and therefore perceive) something which they cannot yet perceive 
(because, by definition, they do not yet understand it)? A purely microgenetic, or dynamical, 
answer risks only shedding light at the subpersonal level. Our proposal here is to resolve this 
problem by adopting the neurophenomenological method proposed by Varela (1996). According to 
this approach, a dynamical analysis of subpersonal or microgenetic processes can shed light on 
the structure of first-person experience, as explored via careful phenomenological analysis. And 
vice versa: phenomenological study can also inform our dynamical analysis. Importantly, Varela 
(1996) left open the possibility that dynamical analysis at levels other than the strictly neural might 
prove to be the most relevant to this approach. One of us (Beaton, 2013) has argued elsewhere 
that the sensorimotor approach to perception naturally suggests that the dynamical structure of 
embodied action, rather than of neural dynamics, will be what corresponds best to the phenomenal 
structure of first-person experience. In this section, we aim to carry out such a task in practice, 
showing how our dynamical, sensorimotor analysis (above) and first-person phenomenological 
considerations about learning (explored below) can mutually inform each other. 
  
Let us consider the TVSS example, and imagine that we are a subject newly equipped with a 
tactile array which in fact gives visual information, although we have not yet learnt how to use it (for 
a genuine first-hand account, see Guarniero, 1974; 1977). If someone else operates the camera, 
we just feel various tactile sensations. But if we operate the camera ourselves, with a little practice 
we start to find sensorimotor regularities. For instance, if I simply pan the camera, I can note the 
general feeling of overall motion. This is something I already know, from the sense of touch. And 
then I may start to note the feeling of bits of the motion (e.g., nearby objects) not quite matching 
that overall pattern. According to the sensorimotor account, learning to see (with the TVSS device, 
or otherwise) is learning to master such regularities, in the relation between what you perceive and 
what you do. In this specific situation, we start learning from Piagetian lacunae, i.e. we do not yet 
have the (implicit) knowledge to understand these new regularities. Why is there such a 
correspondence between what I do with my hands (holding the camera) and what I feel on my 
skin? Nothing I previously understood lead me to expect that. 
  
This example raises two phenomenological points. 
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Firstly, we note that new perceptual understanding is always based on prior understanding. 
Indeed, this is a fundamental, Piagetian point. I can only learn, and perceive, starting from where I 
am now: I can only assimilate and accommodate using my existing schemes. 
  
In the dynamical approach, and in the original presentations of SMCT, there is a temptation to take 
the meaning-free, subpersonal story as the whole answer. One example would be to take the 
regularities in patterns of retinal stimulation when encountering straight lines as the whole story 
when accounting for perception of straight lines. This would be a mistake. After all, the correlation 
of neural activity with straight lines cannot on its own explain why I can report to be subjectively 
seeing a straight line, especially when taking into account that I as a subject am not aware of any 
such correlations. In general, reducing an explanation of perception to the subpersonal level only 
ignores Varela’s insistence that, in neurophenomenological research, the phenomenological level 
should inform the dynamical level, and vice versa (Varela, 1996). It also ignores the empirically 
supported point that learning new patterns of sensorimotor contingency always involves active, 
personal-level effort. Indeed, Noë himself now notes that taking an exclusively sub-personal 
reading of the sensory stimulation involved in SMCs risks fundamentally failing to give a 
phenomenologically apt theory (Noë, 2004 §7.8). Accepting that meaning is inherent even in 
simple experience of course raises deep questions about the origin of meaning, which we will not 
attempt to address here. For further discussion, see the already mentioned enactive literature on 
autonomy and sense-making (Barandiaran, 2008: Di Paolo, 2005: Di Paolo, et. al., 2010: 
Thompson, 2007; etc.). Here, we simply note that such questions must eventually be tackled by 
any broadly conceptualist theory, and we agree with Noë (Noë, 2004 §7.8) that an answer to such 
questions is likely to have deep links with the quest for a non-reductive story about the origin of life. 
  
The second phenomenal point raised by the TVSS example is rather subtle. Note that we (as the 
learner) needed to notice the correspondence between the movement of the camera and the 
movement of the pattern of touch on our skin. But how are we supposed to do that? By noticing 
something else? This returns us to the point made, in different ways, by Carroll, Wittgenstein, 
Grene and others (see discussion in Section 2): there have to be certain things which we simply do 
– not by doing something else. Once again, though, this might seem to force us to ignore Varela’s 
advice, by supposing that there is only an answer to how we ‘do’ this (how this transition happens) 
at the subpersonal level, but no such answer at the personal level. We argue, following Varela, that 
this would leave us without the required circulation between the dynamical and the 
phenomenological level. But perhaps things are not so simple; perhaps we have to accept that 
there can sometimes be no further answer, even at the dynamical level. In saying this, we mean to 
link back to the point we made earlier, about the requirement for some degree of randomness, in 
any truly open learning system. For, if a system pre-specifies how it should learn, then it also pre-
specifies what it can learn. 
  
Returning to the TVSS example, of course the learner is guided by the similarity between the 
panning movement, and the movement of touch on my skin. That is to say, the changes in my 
sensorimotor organisation are guided by my existing organisation. But if they were completely so 
guided, we suggest, then I would not be truly open to learning anything new. In order to be truly 
open, I have to play, to explore, to find out what the world offers. And this includes, of course, 
recognising when I have found something new, unexpected, and good. We don’t claim to have fully 
explored these ideas here; but we do believe that they indicate were much useful future work can 
be done, and both the abstract philosophical and the microgenetic, dynamical levels. 
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One final point which is also brought into relief by a return to the phenomenal level, is the 
relevance of the whole, active project of understanding of the agent. Any given act of sense-
making does not occur in isolation, but is rather part of the whole meaningful life of an agent. What 
works well for one agent may not work at all for another. Do I want to climb the tree? Make a nest 
in it? Burrow in to it? To properly recognize a creature as a sense-maker is to remember that it is 
engaged in a rich, complex project of understanding. This is a phenomenological point, but it is 
also a point made in an analytic context by philosophers such as Davidson (1974) and Quine 
(1951). These lines of research suggest that when learning from perception, our processes of 
equilibration (of modification of our frameworks of understanding) do not occur in isolation. 
  
Piaget discusses exactly this point when he talks about accommodation and assimilation between 
schemes of understanding, and also about the accommodation and assimilation between a given 
scheme and the whole framework of understanding. It appears, however (see e.g. Boom, 2009 
p.138), that Piaget never explored these second and third types of equilibration in anything like the 
detail in which he explored equilibration of his first type, namely between a given scheme and the 
world. Equally, in the present work, we ourselves have so so far considered only sensorimotor 
equilibration of a given organizational loop, and we have not considered how the meaning of this 
one loop only really makes sense when considered in the context of the meaningful life-activity of 
the agent as a whole. Once again, then, important future work would involve trying to find ways to 
explicitly recognise and study this holism of meaning, within the dynamical approach, which we 
start to outline here. 
 

7. Principles and requirements for sensorimotor equilibration 
 
The above dynamical account, and associated philosophical discussion, demonstrate how we can 
learn to perceive and interact with something never before encountered through equilibration of an 
organization of SM structures; namely either by incrementally adapting previously established SM 
know-how to a new context, or by generating and integrating completely new patterns of 
interaction with an already existing set of SM schemes. The different dynamical concepts 
introduced are summarised in Table 1, using the example of learning to bounce a ball. 
 
Even though the language of equilibration is specific to Piaget, in its core it shares several features 
with other approaches to learning. The dynamical interpretation provided above in fact allows us to 
extract a number of principles and requirements that any architecture for SM learning must be 
based on to enable equilibration, which are therefore also requirements for open-ended learning: 
 
(1) SM equivalence classes. SM coordinations need to be classifiable. Ultimately, it is their 
belonging to a closed SM organization that defines the corresponding classes. Hence class 
membership need not be based on topological boundaries (in SM space). Non-topological 
constraints are also possible. For instance, the definition of SM coordinations references their 
efficacy in performing a task. Hence task-level properties might also be involved in establishing SM 
classes. These classes a likely to be altered during the learning process, but at any given time, 
there will always be different SM paths that fulfill an equivalent role in an equilibration process. 
 
(2) Metastability. Learning agents need to be able to quickly respond to varying environmental 
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situations. This requires that they never reach stable equilibrium, but only temporarily ‘stable’, or 
meta-stable, states. In the dynamical interpretation of equilibration this is accounted for in the 
requirement that each SM coordination leads naturally to another; and equally the possibility of 
moving between SM schemes in an itinerant manner. Reliable SM organizations, given their 
dependence on equivalent classes of SM coordinations, and not on specific SM trajectories, are 
therefore “stable” not in the mathematical sense, but internally coherent: i.e., they lead to the 
continued renewal of the SM organization itself (in the case analysed here, the SM organization 
loop or scheme).  
 
 
 
 
 

Piagetian concept DS definition Notation Example 

SM coordination 
scheme 

Class of SM coordinations, defined e.g. 
by region in SM space, task constraints, 
etc. 

A,B,C... The class of movements and 
sensations that belong to the 
subjects experience of pushing 
objects toward the ground; 
Absorbing impacts with the 
hands 

Environmental 
response structure 

Those environmental variables most 
directly affecting the sensory variables in 
A, B, C. I.e. the projection of the whole 
dynamic system, when engaged in SM 
coordinations A, B, C, onto relevant 
environmental variables. 

A’,B’,C’... Sound of the ball hitting the 
floor; Height of the ball above 
ground; force exerted by the 
ball on the hand 

SM coordination Instance of SM coordination belonging to 
class A, B…, i.e. a trajectory in SM space 
that belongs to the respective SM 
coordination class. 

a(t), b(t),... A particular instance of 
pushing the ball towards the 
ground 

Environmental 
response 

Instance of environmental response of 
class A, B... 

a’(t), b’(t), ... The sound of the impact for 
this particular bounce 

SM coordination 
and environmental 
response tuple 

Simultaneous occurrence of SM 
coordination a(t) ∈A and corresponding 
environmental trajectory a’(t) ∈A’ in the 
coupled system. 

<a,a’>  
 

 
 

The set of all tuples <a,a’>. AxA’  
 

Sensorimotor 
organization or 
sequence scheme 

Sensorimotor strategy. A sequence of 
SM coordination classes (and their 
corresponding environmental 
projections). 

O: AxA’ → BxB’ 
→ … → AxA’ 
 
 

Ball bouncing sequence of 
coordinations including 
pushing the object towards the 
ground, hearing the impact, 
waiting for its return, preparing 
muscles for contact, assimilate 
the impact and pushing it back. 

Assimilation of A’ 
by A in O 

(1) Stability condition: all a’(t) ∈ A’ are 
environmental responses  corresponding 
to SM coordinations a(t) ∈ A. Or simply: 

 
 

Continuous, stable ball 
bouncing despite small 
variations in motor pattern or 
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all a(t) are true SM coordinations. 
 
 
(2) Transition condition: all a(t) ∈ A are 
special SM coordinations, namely 
reliable transients leading to the next 
scheme in O (e.g. B). 

wind speeds 

Accommodation of 
Y’ into O by A 

Parametric changes that re-establish a 
closed set of schemes O or O1 such that 
Y’ becomes the environmental projection 
of the whole system when engaged in A, 
which is a scheme belonging to 
organization O. This can involve 
modifying the previous A or creating a 
new scheme A1 and integrating it into O. 

 
 

Learning to bounce a ball on a 
slope 

Lacuna: 
perturbation of SM 
scheme due to a 
“gap” in 
understanding 

Violation of the transition condition. 
Something is manifestly ‘unknown’ about 
the world, since the presumed ‘right’ 
handling of the situation (AxA’) does not 
lead to the next stage in the cycle (BxB’). 

 
 

Bouncing a ball on a slope for 
the first time. Ball does not 
return to the same position. 

Obstacle: 
perturbation of SM 
scheme due to 
contradictions and 
disturbances. 

Violation of the stability condition. 
Something in the sensorimotor 
coordination has failed where in the past 
it used to work. 

 
 
 

Attempting to bounce a new 
ball that is significantly heavier 
than the one that had been 
accommodated. Bouncing 
demands more strength. 

 
Table 1. Summary of Piagetian and dynamical concepts for a theory of equilibration. 
 
(3) SM selection. A mechanism is needed for selecting which SM scheme or organization to apply 
in a given situation. Random selection might be necessary in some situations never encountered 
before. But more directed choices could develop as well. This need not be based on abstract 
deliberation and decision-making. Dynamical mechanisms that allow environmental conditions to 
“call for” a certain SM engagement are also imaginable (see attunement model in the appendix). 
Also, in the same way that certain SM coordinations naturally lead to others within a circular 
organization, there might be propensities for some organizations to be followed by certain others. 
E.g. a sucking reflex might be preceded by an organization that guides the baby’s attention in the 
necessary direction, which in turn might be preceded by an organization to seek proximity to the 
mother and so on.  
 
Also, if a similarity measure could be defined between SM schemes (and environmental 
responses), similar schemes could be tried in similar contexts. This would also work with higher-
level schemes without requiring a quantitative similarity measure. For example, if through 
accommodation a new bottle-sucking scheme is established that in turn derives from a previous 
breast-feeding scheme, then both schemes together could form a new higher-level class of 
sucking schemes. 
 
(4) Normative evaluation of SM schemes. Firstly, this is required for assessing when an 
assimilation attempt has failed and accommodation needs to be triggered. Does this happen as 
soon as the class boundary established through (1) is crossed? Secondly, in the process of 
accommodation, new engagements need to be evaluated as better or worse than the failed one, in 
order to determine which adaptations to fixate in the system. There may be multiple sources of 
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normative evaluation (including external ones, consider the situation of an apprentice being guided 
to improve their movements). But, as a principle, it is necessary to have a least some internal 
sources of normativity (e.g. survival, closure of SM scheme) in order for the agent to evaluate 
situations in which externally imposed norms (e.g., a designer’s utility function or value system) 
break down or cease to apply. An exclusive reliance on external norms and value systems by 
definition imposes limitations to the universe of learnable behaviours and therefore are an 
impediment to open-ended learning. 
 
(5) SM adaptations. An important Piagetian principle is that accommodation always starts from 
some pre-existing sensorimotor scheme, and also requires an ability to modify it. In order to 
achieve this goal, as well as random selection of existing SMCs (mentioned at (3) above), we have 
argued above that random “mutations” (i.e. generation of new potential SM schemes) are in 
principle required for true open-ended learning (in addition to more guided forms of learning). 
Otherwise, a system cannot, even potentially, transcend its current ‘laws’ of operation. “Motor 
babbling” is one example of (constrained) randomness creating new interactions with the 
environment. Together with a mechanism for the reproduction of existing schemes, and selective 
fixation according to (4), this could allow for evolutionary-like adaptations. 
 
While randomness is required for true open-ended learning, it will typically not be the most efficient 
route to learning, in those cases which are recognizably similar to what has been encountered 
before. In such cases, a perceiver can also learn from the way she fails. Directed learning could 
rely, for instance, on gradients in the normative evaluation according to (3) or on the discrepancy 
between a scheme’s actual and expected outcomes according to (1). 
 
(6) Re-equilibration: in a complex system involving many different SM organizations, e.g. in 
hierarchical structures, the accommodation of one scheme might interfere with others established 
previously. This is also known as the stability-plasticity dilemma in traditional learning theory. Not 
only must accommodation produce valid SM schemes, but these are also subject to a more global 
coherence constraint. 
 
These 6 principles can be gleaned from the exercise of translating Piaget's theory of equilibration 
into dynamical systems terms. We do not claim that this set of principles is complete, but that any 
open-ended learning approach should implement these principles in some form. 
 

8. Relation to learning architectures developed in the project 
 
The above list of requirements for SM learning is by no means complete, at least not in the sense 
of fully specifying all aspects of the dynamical systems account in sufficient detail for developing a 
model of open-ended learning. The principles and requirements are necessary but possibly not yet 
sufficient (and this will only be demonstrated when a fuller model is eventually produced). The list 
does, however, allow for comparison with existing approaches to learning, and in particular those 
employed in the eSMCs project.  
 
For convenience, without being exhaustive, we first highlight a few commonalities and differences 
between the equilibration approach and classic reinforcement learning (RL) algorithms (Sutton and 
Barto, 2009). Many of these points will then be applicable to the comparisons with project 
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architectures, since these can be seen as specific instances of RL. RL agents choose actions with 
the overall goal of maximizing cumulative rewards. This can be seen in analogy to the global aim 
of equilibration of all SM structures, i.e., of reaching a (hypothetical) point at which all SM 
processes are stable against perturbations, the latter of which are interpretable as negative 
reinforcement.  
 
An RL agent has to balance exploration of new environmental situations and exploitation of already 
accumulated knowledge: e.g. actions are often chosen based on the current estimate of long-term 
reward or uniformly random otherwise. The same is true in the equilibration approach: when 
confronted with a given situation the question is whether to attempt to apply an already acquired 
SM scheme or try a totally new one.  
 
RL can involve both trial-and-error as well as model building (predicting the environment's future 
behavior conditional on the agent's own behavior). A similar distinction can be made in 
equilibration: accommodation can occur “blindly”, or guided e.g. by the way in which an 
assimilation attempt has failed. 
 
The fundamental “units” in RL are discrete actions and sensory observations, and in particular 
“actions” only in the weak sense of discrete motor outputs. The action space is usually 
predetermined, not allowing for new actions that might become available in history-dependent 
ways as a result of previous learning. The chosen level of granularity of the space in which 
learning occurs (sensory and action states) can lead to problems related to the curse of 
dimensionality. One way of dealing with this in RL, learning models of the environment (value or 
policy function estimation), can lead back to an internalist view of perception that stands in 
opposition to the SM approach.  
 
In contrast, the fundamental units, or building blocks, of learning in the SM approach are not 
individual states, but meaningful SM coordinations. Lacking concrete implementations of the SM 
learning approach it is not clear whether this mitigates the dimensionality problem. But in principle 
it results in a very different type of problem: learning is not the discovering of existing structure in a 
pre-given space of state-action pairs. It is rather the open-ended, combinatorial-like creation of 
new SM engagements in an ever increasing space of possible engagements. It is more akin to the 
combinatorial open-endedness of possible molecular reactions described by Kauffman, and related 
to his idea of “unprestatable” fitness landscapes (Longo et al., 2012; Kauffman, 2002). 
 
Similar problems may face both approaches though, such as that of delayed reward (temporal 
credit assignment). Whether or not a SM coordination has to undergo accommodation and in 
which way, might only be possible to determine after a certain time has passed since the 
occurrence of a perturbation, at which points it might be difficult to relate the perturbation to the 
required adaptation and the responsible SM coordination. 
 
Another point of contrast is the lack of any internal source of normative evaluation in RL models, 
and their reliance on external specifiable (measurable), behavioural-independent utility functions. 
This does not fulfill the principle of normative evaluation, creating as we have argued a strong 
limitation for open-ended learning given by the designer’s choice of a suitable reward function. 
 
Having developed an intuition where differences and similarities with other learning approaches 
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might be found, we can now take a look at different models and architectures developed in the 
project. 
 

Markov model (UKE) 
One approach developed in the project models SMCs as multi-step action-conditional probabilities 
of future sensory observations (Maye and Engel, 2011, 2012a, 2012b, 2013). In it, agents learn 
about their environment by memorising in a tree data structure all previously performed action-
observation sequences up to a given length (sensorimotor contexts), as well as associated 
information about the “value” of each particular context (rewards and punishments received). The 
system does not interpolate or extrapolate between contexts, i.e. it does not try to model its 
environment. Successful operation hence requires extensive exploration time and memory 
capacity, and it is hypothesised that this is a limitation it shares with human learners. Together with 
a mechanism for action selection that uses reward probabilities, this is in essence a reinforcement 
learning architecture, and thus shares with it many of the same principles and contrasts mentioned 
above. We can, however, highlight a few more specific properties of this architecture.  
 
Like the Piagetian approach, the Markov model is naturally multimodal. Since what is learned is 
not specific to instances of particular sensorimotor coordinations, by default all modalities are 
assumed to be of equal importance in all contexts. The Markov methodology is being extended, 
however, to also learn the relevance of a given modality in a particular context. Similar extensions 
are fully compatible with the Piagetian approach. 
 
Like the Piaget and RL approaches the system has to deal with an exploitation–exploration trade-
off. For the acquisition of eSMCs it builds on the principle of momentum: in the absence of better 
behavioral alternatives an agent continues to do what it just did. If negative feedback is received, 
signalling that a change in behavior is required, a decision between activating a known eSMC 
(exploitation) or trying new behaviors (exploration) is made. 
 
Like the various possible forms of higher-level schemes in Piaget’s theory, the Markov model 
includes a mechanism for organizing different SMCs. In particular, it groups similar SMCs using a 
distance measure that is based on the relevance of different sensory channels in a given action 
context. 
 
The value function is only externally given, as in RL approaches, which contravenes the principle 
of normative evaluation and therefore will not be able to cope with situations where values are 
altered in ways that have not been predicted by the designer, be it because of environmental 
changes, internal adjustment that imply novel demands and requirements for continuing 
functioning, or the requirements of novel tasks. 
 
In contrast to the dynamical account of equilibration, the Markov model makes explicit how SM 
knowledge is stored. The memory model allows, for example, for efficient matching of and search 
for previously encountered SM contexts (“remembering”), as well as partial matching of such 
contexts (“imagining”). Both mechanisms can be used to inform action selection using predicted 
reward probabilities. In the dynamical account it is less clear whether or how stored “memories” or 
“imagined” SM coordinations could affect action planning without them being enacted here and 
now. Additional work related to Task 1.5 (Virtual Actions) is planned, to extend the theoretical 
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approach developed here in this direction. 
 
A final difference with the theory of equilibration is the lack of an obvious interpretation of what it 
means to adapt or improve existing sensorimotor knowledge, since there are no building blocks 
that in themselves could exhibit plasticity. Instead, if a better way of achieving a goal is found, then 
the corresponding SM context is stored along with previous and less efficient ones (though the 
option for retaining only the more useful ones also exists). Since a value is attached to each, 
however, one will more likely be exploited than the other.  
 

SMCs as associative sensorimotor rules (UPF) 
In a recent extension to the biologically inspired architecture called Distributed-Adaptive Control 
(DAC) (Duff et al., 2011), SMCs are conceived as if-then rules that match the occurrence of a 
discrete perceptual state to a discrete action to be taken. Such rules are represented by bi-modal 
memory units, of which at least one, but generally many, are assumed to exist for each possible 
perception-action tuple (though versions acquiring the memory only from actually enacted 
sensorimotor tuples can help deal with problems of combinatorial explosion). These bi-modal 
memory units compete probabilistically for control of the motor output based on their activation 
value, which is primarily driven by each unit’s sensory input but also modulated by reward. Thus 
perception-action rules that mostly received reward in the past are more likely to be selected for 
access to motor control. The probabilistic competition is such that the balance between exploration 
and exploitation can be parametrically tuned, and therefore varied over time. The memory units 
further form sparse lateral connections with each other to allow for sequential actions, by priming 
the activity of connected units. The lateral connections are tuned in an unsupervised manner using 
a form of Hebbian learning. In the complete model, repeated interactions with the environment 
serve to assign rewards and tune lateral connections such that successful sequential actions can 
be learned. This has been demonstrated e.g. in an agent that successfully navigates a nested T-
maze using changing visual cues, as well as in an agent solving the Tower of London task.  
 
The proposed architecture shares many features with reinforcement learning approaches and in 
particular the Markov model. For example, series of sensorimotor events are represented in graph-
like memory structures whose units encode discrete actions and sensory observations in a fixed 
state space (though the tuples are actions and their observed consequences in the Markov model, 
while being current observations and desired motor actions in the DAC model). In the equilibration 
approach, in contrast, the fundamental units learned are continuous SM coordinations in a 
supposed open-ended solution space. While the published form of the DAC model deals only with 
unimodal sensory input, one can imagine multimodal extensions similar to the Markov model. 
Distinct from both the equilibration approach and the Markov model, no higher-level grouping of 
SMCs or other hierarchical forms of organizations are proposed in the current form of the DAC 
architecture, though one could hypothesize that another layer of memory units could learn 
sequences of rule sequences and so on. Like the Markov model, in the DAC architecture the 
explicit memory model can be exploited to allow for efficient search of appropriate sequences of 
action-observation tuples in order to implement action planning without engaging in overt 
behaviour. As mentioned above, this issue is not yet addressed in our Piagetian model of 
equilibration, although future work in this direction is planned. 
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Self-organization of SMCs (UZH) 
Another series of models developed in the project relies on unsupervised learning rules (such as 
anti-Hebbian and anti-Oja) that are used to exploit correlations (SM contingencies) between motor 
and proprioceptive feedback signals in a tendon-actuated robot arm (Kuppuswamy et al., 2012; 
Marques et al., 2012a, 2012b, 2012c, 2013). Initially undifferentiated reflex networks thereby 
become organized in a way that facilitates positional control of the limb (e.g. by resisting 
perturbations) and coordinated behaviours (e.g. hopping). The SM coordinations discovered and 
fixated in the reflex network are closely related to the system’s morphology, and are not 
constrained to a specific sensory modality (e.g. force and position feedback can play equal roles in 
the coordinations fixated). The same unsupervised learning mechanisms can also be employed to 
deal with adaptation to morphological changes throughout the lifetime. For discovering SMCs the 
system relies on spontaneous motor activity (motor babbling), i.e., random muscle activations, 
known to be of importance for motor adaptation in newborns and during REM sleep (Blumberg et 
al., 2013).  
 
A limitation of the unsupervised approach is that the system can learn only those SMCs that are 
intrinsic to the specific embodiment (what Buhrmann et al. 2013 call SM habitat), i.e., it can not 
learn goal-oriented SM coordinations, since any connection to a specific task is fortuitous. But it 
exemplifies how a SM learning architecture could be bootstrapped to discover the most 
fundamental SM regularities intrinsic to an agent’s embodiment from purely random motor 
patterns. It shares with the Piagetian approach the view that more complicated coordinations must 
develop incrementally from simple sensorimotor loops that are either already present at the earliest 
stages of development or can be discovered through unsupervised, self-organizing processes. 
 
The same kind of body-structural SMCs have been identified in another model developed at UZH, 
using information-theoretic measures such as transfer entropy (e.g., Hoffman et al., 2012). This 
methodology aims to discover causal relations between motor and sensory variables, which in 
theory could then serve as a model of the system’s body and be exploited to facilitate control. 
However, unlike in the reflex developmental approach, the discovered SM structure is not 
automatically embedded in the control flow of the system, and it is not clear in practice how the 
extracted knowledge should be employed. 
 

Internal Models (KTH) 
Another interpretation of SMCT aims to capture the contingencies between sensory and motor 
signals by learning forward and/or inverse internal models. Examples of this approach in the 
project include experiments with prism adaptation (Kootstra et al., 2012) and the modelling of the 
perceived effects that result from pushing objects (Högman et al., 2013). In both cases Gaussian 
Processes (GP) Regression is used to learn the internal models.  
 
In the case of prism adaptation a robot has to (re-)learn to point at target positions after its visual 
field is artificially rotated by a certain amount. An inverse model is used here to translate a desired 
state given in internal visual coordinates into the required motor commands. Another model learns 
how to transform camera visual coordinates to internal visual coordinates by minimising the 
visually observed error in pointing. Finally, a forward model estimates the robot’s pose in internal 
visual coordinates from its current proprioceptive state. This is used to stand in for real visual 
information in an experimental condition where direct visual feedback is suppressed until the end 
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of a movement. Both forward and inverse models are learned continuously based on the observed 
consequences (e.g. movement errors) of the robot’s actions. The resulting system reproduces 
empirical results such as different after-effects for the proprioceptive and visual modalities in the 
two experimental conditions. 
 
What is learned in this case, namely internal models of the robot’s kinematics, is different from the 
learning of individual SM coordinations in the equilibration approach. Similar to the case of self-
organizing reflexes, the control system gets tuned to general properties of an agent’s particular 
embodiment, but the architecture can not (and is not aimed at) learning arbitrary agent-
environment interactions. “Actions” are important here in order to provide training examples for the 
adaptation of the internal models, but it is not meaningful coordinations that are learned. But as 
mentioned above, this type of learning on the level of the SM environment or SM habitat (to use 
our categorization of dynamical SMCs) might be useful to bootstrap the learning of more specific 
SM coordinations. 
 
In the case of object pushing, on the other hand, forward models are used for predicting the 
consequences of actions directed at an object, specifically the change in rotation and translation of 
the pushed object. Objects are then categorized in terms of the predicted responses, rather than 
by the sensory data itself. I.e. two objects are considered similar, not because they appear similar, 
but because they behave similarly when you push them. The idea is that the system learns one 
such forward model for each of a number of different objects. Subsequently encountered objects 
can then be classified based on similarity of the model to previously encountered ones. Since the 
forward models learn to predict the response of objects to a chosen action, they are identified by 
the authors with object-related SMCs.  
 
The object-pushing SMC model is very different from the use of internal models in the prism 
adaptation experiment. The prism adaptation model effectively learns an internal model of the 
robot's own kinematics. Here, in contrast, each SMC is a mapping from an action to a change in 
sensory observations, i.e. the action here is an integral part of the SMC’s definition. In the same 
way that a particular class of object can be identified as that which moves in such and such a way 
in response to a given action, a class of actions can be identified as that which makes certain 
classes of objects move in such and such a way. 
 
In contrast to the equilibration approach, in the object-pushing model actions and perceptions are 
treated as discrete units that can be performed and registered in isolation, rather than being two 
necessary parts of a single meaningful SM coordination. But the object-related SMC model shares 
with the theory of equilibration ideas about the organization and creation of SM structures. For 
instance, in on-going work the authors are looking at methods for the creation of new SMCs 
through splitting of already existing ones. One possibility entertained is the use forward models 
based on mixtures of Gaussian Processes. Each SMC here is applied and updated assuming that 
it can represent multiple possible action outcomes. If two or more distinctly different outcomes can 
be observed, the SMC in question is divided into multiple SMCs running in parallel. After an action 
has been executed and its outcome observed, weights are assigned to the SMCs according to the 
accuracy of their predictions. These weights in turn affect how much each SMC should be updated 
and how much each SMC should be trusted to predict the outcome of an action not yet executed. 
This is not unlike the idea of accommodation creating new SM coordinations from failed ones, and 
the need for re-equilibration to establish when and how each SM scheme is called into action. 
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Another suggested mechanism creates new SMCs not by splitting but rather through merging 
(Högman et al., 2013). In these experiments, multiple objects are pushed and one SMC learned 
per object. Some SMCs are then merged after concluding that the functional properties of the 
corresponding objects (the action outcomes) are the same or similar. Categories of SMCs are 
discovered by clustering them using a similarity measure that is based on an information-theoretic 
comparison of the probability distributions learned for each SMCs. In the ideal case hierarchies of 
object-related SMCs could be kept, without ever committing to a particular coarseness in the 
functional categorization. At the top of such a hierarchy one would find SMCs modelling the most 
general predicted effects of an action, i.e. those more dependent on the embodiment of the agent 
itself. Further down in the hierarchy one would find the more object-specific SMCs. Again we find 
that this idea is compatible with the concept of higher-order organization of SM classes in in our 
interpretation of Piaget’s equilibration theory. 
  

Relation to other learning architectures 
Besides the various SMC architectures explored in the project, certain models developed by other 
researchers in different contexts also share features with the equilibration theory and point in 
directions worth exploring. 

Habits in a deforming sensorimotor medium 
For example, in Egbert and Barandiaran (unpublished communication), the authors develop a 
model of habits using a “deforming sensorimotor medium”. The main idea of this model is that 
trajectories flowing through sensorimotor space deform that same space such that similar 
trajectories become more probable. The analogy is that of the paths made on patches of grass by 
people regularly walking along the same paths and thus inhibiting grass re-growth. It can be 
visualised e.g. as a vector field whose vectors are re-arranged and re-oriented in the direction of 
trajectories passing by (though the actual implementation more efficiently represents only the 
actually visited areas of phase space). Typical instances of this model when coupled to an agent 
and its environment are characterised by repeating, self-maintaining metastable movement 
patterns (“habits”). These patterns can occur both spontaneously, or as the result of teacher-
forcing the system with imposed trajectories during a developmental phase. The particular SM 
patterns observed depend on the agent’s embodiment and environment and seem to vary in 
stability depending on how the pattern in the deformable medium “resonates” with the behaviour in 
the environment. For instance, those patterns seem to be most stable that form a regular 
interaction with environmental features. Due to its metastability the system also seems to exhibit 
switching between “habits” and between periods of exploration and exploitation. Higher-level 
organizations of habits also seem to occur at times, e.g. the “super-habit” of switching between two 
“sub-habits” at more or less regular intervals.  
 
Like the dynamic interpretation of equilibration this model treats closed-loop SM coordinations as 
the fundamental units to be learnt. Interestingly, it exhibits strong novelty-generation, by having SM 
units “emerge” from an initially undifferentiated medium. Another interesting aspect is that the 
process of carving out (or memorising) of SM trajectories is precarious, because the medium is 
constructed such that memory intrinsically fades away and needs to be continuously refreshed to 
persist. Due to this precariousness, formed habits can be seen as truly self-maintaining. Only 
through the continued enaction of the habit can it maintain itself. This active self-maintenance 
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might also function as an internal evaluator of environmental perturbations, since these can be 
intrinsically good or bad for the continued stability of the habit. However, in contrast to the theory of 
equilibration, there is no possibility of directed adaptation. It is not only meaningful SM 
coordinations that are fixated in the deformable medium, but any and all (meta-)stable patterns; 
though one could imagine an extension where plasticity would be modulated by reward, with the 
aim of stabilizing only useful habits. 
 

Selectionism 
The high-level dynamical reading of equilibration as an incremental differentiation of SM 
coordinations can be interpreted in analogy with evolutionary adaptation through natural selection. 
We will here provide a quick overview of this process and its application to theories of the 
brain/mind, and will then identify parallels with our interpretation of equilibration. 
 
Darwinian or natural selection is the process of differential reproduction in a population of diverse 
individuals that replicate with variation (e.g., mutation and recombination). Through this process, 
under certain conditions, a trait that co-varies positively with reproduction rate will spread in the 
population and become fixated (and in the case of two mutually exclusive traits fixation will occur 
with higher probability in the case of a more strongly positive correlation with reproduction rate). 
The change in the population’s average trait over time can be decomposed into the change due to 
selection alone, and the change due to variation in genetic transmission from individuals to their 
offspring (according to the Price equation, see e.g. Gardner, 2008). It therefore follows that 
selection itself can in fact occur with or without replicators capable of hereditary variation. This 
difference, between full-fledged natural selection on the one hand, and “non-reproductive survival 
selection” on the other, underlies different approaches to selectionism in the brain (Fernando et al., 
2012). 
 
The idea that selection might play a role in learning or thought has a long history, but only recently 
have concrete neural models been developed. Most are based on the idea that (functional groups 
of) synapses are differentially stabilized by reward (Edelman, 1987; Dehaene et al., 1998; Seung, 
2003; Izhikevich, 2006, 2007). These models can be considered biologically plausible 
implementations of reinforcement learning and it can be shown that they are analogous to 
selection without reproductive variation (Fernando et al., 2012).  
 
One such proposal, Edelman’s “Neural Darwinism”, also sometimes called the Theory of Neuronal 
Group Selection (Edelman, 1987), assumes that the developing brain creates collections of cells 
that are more closely connected to each other than to other cells (through selective pruning). 
These neuronal groups, it is argued, constitute units of selection, and experience serves to 
selectively modulate the functional connectivity of these groups. Selective pressure, it is further 
assumed, is established by “value” that originates from internal (e.g. homeostatic) processes and 
modulates synaptic plasticity. As a result of such value-dependent synaptic plasticity, connections 
among neuronal groups that support adaptive outcomes are strengthened, and those that do not 
are weakened.  
 
It should be noted that in most practical implementations of the theory, however, value-systems 
are not intrinsic but externally imposed and are also strictly decoupled in their function from the 
changing behaviour of the agent (see Di Paolo, Rohde, De Jaegher, 2010). This, as we have noted 
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already, is a problem from the perspective of the normative principle. In particular, while some 
value or reward system might arguably always function correctly for some basic values (e.g., 
hunger), it is hard to conceive of a behaviour-independent way of assessing more sophisticated 
norms (e.g., efficiency or accuracy or conformity to social standards, and so on). Such norms 
partly involve the behaviours that are being learned. Because of this, any value system that 
attempts to internally evaluate such norms, would be confronted with the problem of maximising a 
proxy instead of the real, behaviour-dependent value (ibid.). In other words, the learning system 
might produce "cheating" behavioural solutions where the evaluation-selection process “hijacks” 
learning so that “values” are falsely maximized, something that may occur in neuronal selection 
models. The requirement for a normative evaluation of SM schemes for any architecture capable 
of open-ended learning was put in place to avoid this kind of problem. Even for cases where 
learning must follow externally imposed norms, there is ultimately at some point in the process an 
embodied evaluation at the level of the whole agent viability (not necessarily understood in terms 
of actual life or death choices, but in terms of the continuation of a viable “form of life”, e.g., life as 
a sportsperson, as an academic, as a student). Because of this, the agent has no way of fooling 
itself. It cannot maximise some internal proxy measurement and declare itself as having learned a 
new skill if at the time of enacting this skill it ends up putting its “life” at severe risk and ultimately 
ends it.   
 
While the theory of neuronal group selection includes further assumptions about the brain’s 
architecture that are thought to be necessary for an explanation of the origin of consciousness, we 
note here only that the theory as summarised above does not describe Darwinian selection, since 
it does not deal with replication, but only amplification of the units of selection.  
 
Other varieties of neural Darwinism propose that real replicators might in fact exist in the brain. For 
example, Calvin proposes that activity patterns in cortical minicolumns can replicate with variation 
and compete for cortical surface area (Calvin, 1998). Fernando and colleagues have created 
neural models capable of copying synaptic connectivity patterns (Fernando et al., 2012), as well as 
instances of online evolutionary optimization of spiking patterns through replication of neural 
activity (Fernando et al., 2010). In a selectionist model not quite Darwinian in nature (exhibiting 
variation and selection but not reproduction), Fernando et al. have also shown that individual paths 
through a neural network can act as units of evolution (Fernando et al., 2011). 
 
The difference between the two forms of selection is not a quantitative one, but a qualitative one. 
The case of selection without replication can be seen as the environment “carving out” successful 
solutions from a fixed, pre-existing (though possibly large) landscape of solutions. Selection with 
replication and variation, in contrast, has the potential for open-ended, novelty-creating, 
combinatorial construction of solutions, just as is required in Piaget’s theory of equilibration. The 
former constitutes an incremental narrowing of the search space, while the latter allows for sparse, 
adaptive exploration of an incrementally growing search space.  
 
In order to compare natural selection with our account of equilibration, we paraphrase here the list 
of (medium-independent) aspects thought to be essential for Darwinian evolution by William Calvin 
(1997): 
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1. There must be identifiable units of evolution. These are SM coordinations in the theory of 
equilibration, i.e. metastable SM patterns fulfilling a functional role in a task/SM strategy/SM 
scheme. 

2. Units must replicate, and replicated units must be similar to the original. SM coordinations 
replicate through accommodation, which produces variants of an existing coordination 
when an assimilation attempt has failed. Coordinations of the same class are similar to 
each other (e.g. in the sense of achieving the same goal, or fulfilling the same role in a SM 
scheme), but differ in details of execution. 

3. Replication must at least sometimes happen with random variation, but this process need 
not be purely random, bias in directionality is also possible, as are superpositions and 
recombinations. Random variations in replication through accommodation might arise 
internally due to stochastic properties of the underlying mechanism or due to historical 
contingencies in the assimilation attempt. SM equilibration as stated above, further 
postulates the requirements of random mutations and novelty generation. Biased variations 
are produced when a new SM coordination results after a gradual, directed adaptation of 
an existing SM coordination. 

4. Natural selection: different units must compete with each other for limited resources, i.e. 
be exposed to selective pressure and hence exhibit differential reproduction. SM 
coordinations are normatively evaluated on a task to determine whether to fixate an 
accommodation, and are also subject to re-equilibration processes. The former can be 
seen as local competition of SM coordinations of the same class, and the latter as global 
competition aimed at achieving overall coherence. 

 
Another way to say this is that competing units of evolution must have multiplication, variation and 
heredity (John Maynard Smith, 1986), each of which is also a requirement for the process of 
equilibration. We could thus define “Darwinian equilibration” as natural selection operating on a 
population of SM coordinations subject to local task and global coherence pressures. The two 
selective pressures are comparable to individual and group selection in evolutionary theory 
(Gardner, 2008). Not only the individual performance of each SM coordination determines its 
“reproductive success”, but also the degree to which it “plays along” with other SM coordinations 
available to the agent (in the same way that altruistic behaviour can be selected for). 
 

Ashby’s ultrastability 
One of the earliest attempts at a mechanistic description of systems undergoing adaptive change 
might be contained in W. Ross Ashby’s theory of ultrastability (Ashby, 1960). Starting with a 
dynamical systems perspective of agents and their environments as mutually affecting each other, 
Ashby proposes that agents should be considered alive in so far as they survive certain 
environmental perturbations, and more specifically, as long as they maintain certain essential 
variables within physiological limits. Ashby thus conceives of life as a dynamically stable 
equilibrium (see Figure 3), i.e. as an ongoing process triggering adaptive changes required to 
maintain equilibrium against external perturbations. Ashby goes into further detail by proposing 
that agents are constituted of two types of subsystems: one subsystem, R, closes a sensorimotor 
loop through the environment and is responsible for the normal ongoing behaviour of the agent. 
The other subsystem, S, implements regulatory control of the first loop. If the environment drives 
an organism’s essential variables toward or beyond their physiological limits, the subsystem S 
triggers qualitative changes in R, such that the sensorimotor loop is changed qualitatively. If the 
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result is that all essential variables are once more within their homeostatic limits, then the organism 
has regained equilibrium. If it has not, then it will keep triggering qualitative changes in its 
behaviour (i.e. explore its parameter space) until it does. Assuming that essential variables 
constitute appropriate measures, and that there is a sufficient number and type of qualitative 
changes available to the regulatory subsystem, then the organism will always eventually regain 
stability and be viable within its current environment. This is what Ashby calls “ultrastability”. 
 
Ashby’s abstract account of adaptation, as well as the implementation of his ideas in simple 
machines (e.g. his homeostat, Ashby, 1960) capable of learning, should be considered a minimal 
proof of concept, rather than a biologically plausible theory about the neural mechanisms 
underlying adaptation in biological organisms. Like our dynamical interpretation of equilibration it 
outlines what elements and constraints a complete theory of adaptation would need to include, but 
does not prescribe in detail how the different aspects of the theory could be realized. More 
recently, models have been developed that try to fill in some of the gaps, such as details about the 
kind of qualitative changes that could be triggered by the violation of homeostasis, or possible 
mechanisms for the exploration of parameter space in dynamical systems terms.   
 
A recent dynamical systems investigation of ultrastability by Izquierdo et al. (2013) relaxes two 
assumptions inherent in Ashby’s formulation. The first is that the modules R and S, responsible for 
production of behaviour and triggering of adaptive changes respectively, need to be physically 
separate mechanisms. In the same sense that neural networks can learn without synaptic plasticity 
(e.g. Izquierdo et al. 2008), the authors show that R and S can be the same kind of process in the 
same kind of medium (but on different time scales). Secondly, Ashby assumed that a viable region 
in the space of essential variables can be mapped to a fixed region in the state space of behaviour 
(R). But for ultrastability to work, this need not be the case. The viable region in behavioural state 
space might in fact vary with the environment the agent is in at any given moment. 
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Figure 3: Diagramatic representation of ultrastability, (from Ashby, 1960). Top left, the behaviour generating 
subsystems in the organism (R ) are coupled with the environment (Env), which in turn has an effect on the 
organism’s essential variables (dial). Whenever these variables go out of bounds they introduce random step 
changes in the set of parameters (S) that affect R. Top left and bottom: illustration of a step change in a 
dynamical field once trajectories cross an essential variable boundary (C ); the field moves from unstable to 
stable. 
 
Ashby’s ideas, which have also influenced Piaget’s theory of equilibration, can be taken as the 
most basic or canonical scheme for open-ended learning. In principle, the system describes all the 
elements that would produce, in time, the solution to any problem that it is possible for an agent to 
learn. The problem is that this basic scheme offers no guarantee as to the time it will take to learn 
something new. It may take a few trials, or a lifetime. Moreover, there are no guarantees that 
learning something new does not destroy previously learned capabilities. The only pressure to 
conserve previous behaviours is to enact them regularly (since an ultrastable system is capable, 
eventually, to find solutions that cope with any regular perturbation). 
 
Despite these shortcomings that make the ultrastable system difficult to apply to the resolution of 
practical problems, the powerful central idea has been used in psychology (we have mentioned 
Piaget already) and robotics. J. G. Taylor (1962) offered an explanation of Ivo Kohler’s prism and 
goggles experiments in distorted vision in Ashbyan terms. He was able to build a mathematical 
framework that allowed him to predict novel experimental results (such as adapting simultaneously 
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to wearing and not-wearing left-right inversion goggles without after-effects). More recently, Di 
Paolo and colleagues have implemented Ashby’s ideas in an evolutionary robotics setting (Di 
Paolo, 2000, 2003, 2010, Harvey, et. al. 2005, Iizuka and Di Paolo, 2008). In these models, an 
agent is evolved through artificial evolution not by setting up the parameters that specify the values 
of the connections in a neural controller, as is usually the case, but by defining local plastic rules 
that only get active when the firing rate of post-synaptic neurons moves out of pre-established 
bounds (in a way, making this firing rate an essential variable in Ashby’s terms). Only by means of 
these “breaks” can local parameters be adjusted and the system eventually learn to perform the 
task. After the agent has learned, radical sensorimotor disruptions (left-right inversion of the visual 
field) are introduced. In a pattern similar to the behaviour of human subjects, the agents fail to 
perform the task for significant periods until the internal breaks in homeostasis that such failures 
produce eventually find new parametric combinations that allow agents to recover the original 
function (though the specific behaviours used to achieve the task is naturally different due to the 
sensorimotor disruption). Removing the disruption shows a similar pattern of re-adaptation. The 
system also shows critical developmental periods. The later the disruption is introduced, the longer 
the time it takes to adapt. 
 
The same principles have been used to investigate the dynamics of spontaneous change in 
behavioural preference in a mobile agent (Iizuka and Di Paolo, 2007, Di Paolo and Iizuka, 2008) 
and the control of a programmable hardware device (Manicka and Di Paolo, 2009). In all cases, 
what is shown is that the Ashbyan framework can work in practice. It has the potential for open-
endedness (within the space of possibilities given by the set of achievable states by the agent). It 
also follows strictly an internal norm: what is good or bad, is good or bad only in terms of its 
contributions to homeostasis (though the designer introduces limitations in defining, for instance, 
the acceptable ranges for essential variables). But, these examples also show that while the 
problems of perceptual learning are solvable in principle, several of the requirements that we have 
identified, especially those involving aspects of directedness in learning and conservation of 
previous skills, demand additional elements not present in Ashby’s framework (but very likely not 
incompatible with it either). 
 

Summary of model comparison 
In summary, Piaget’s equilibration as interpreted in our DS view, shares many features with other 
learning architectures, such as those related to reinforcement learning as well as evolutionary 
approaches. That it is similar to the latter two should not be surprising given that evolutionary 
algorithms are often used to find solutions to reinforcement learning problems, and the fact that 
some reinforcement learning schemes are equivalent to selection without reproduction. 
Equilibration is different from most other learning approaches, however, in that learning happens in 
the “un-pre-statable” (Longo et al., 2012) space of SM coordinations, rather than in a fixed state 
space. It is also different from evolution in that it does not explicitly postulate competition between 
SM coordinations in a population, though that would be one possible implementation of the details 
of the accommodation process. While Ashby’s ultrastability provided an early mechanistic account 
of SM adaptation, it’s proposed random exploration fails to account for cleverer or more efficient 
types of learning (such as those mentioned in the various project architectures), and is at odds 
also with the incremental approach of Piaget’s equilibration, where learning always starts from 
where you are now. 
 



eSMCs FP7-ICT-2009-6 Grant No. 270212  

41 

9. Discussion 
In the primary literature on SMCT it is argued that in order to perceive one needs to first “master” 
the relevant SMCs, and then exercise the acquired practical know-how to become “attuned” to the 
actual and potential contingencies a particular situation entails. But this literature provides no 
further detail about exactly how this mastery is achieved, and in what this attunement consists, i.e. 
it has not yet offered an explicit theory of perceptual learning. In this report we propose Piaget’s 
concept of equilibration as a suitable starting point for the development of such a theory. After 
introducing Piaget’s sensorimotor approach to child development, we demonstrate its compatibility 
with SMCT by re-formulating it using operational notions of dynamic SMCs established previously 
(Buhrmann et al., 2013). We thereby arrive at a view of sensorimotor learning as the incremental 
differentiation of SM coordinations. The proposal is that we learn to perceive and interact with 
something never before encountered through equilibration of an organization of SM structures; 
either by incrementally adapting previously established SM know-how to a new context, or by 
generating and integrating completely new patterns of interaction with an already existing set of 
SM coordinations. 
 
The specifics of this operationalization allow us to extract some general principles that we believe 
any theory of open-ended learning has to adhere to, highlighted in the following two paragraphs. 
 
The fundamental building blocks of open-ended learning in the equilibration approach are 
continuous sensorimotor coordinations, i.e. loops traversing both agent and environment. These 
SM coordinations are classifiable as contributing or not to the achievement of higher level forms of 
organization, such as (closed) sequences of SM coordinations, or SM strategies. In order to allow 
for such sequences it is a requirement that SM coordinations (and strategies) be meta-stable. 
Volitional action further implies a level of control over which SM strategy is selected in a given 
situation (which could also in part be based on natural propensities).  
 
To enable equilibration, an open-ended learning system further requires a means for normative 
evaluation of SM coordinations as well as mechanisms of adaptation. Normative evaluation is 
required to assess whether a given agent-environment interaction constitutes a valid SM 
coordination, i.e. whether it already assimilates the environmental context. If this is not so, then in 
the process of accommodation previous SM coordinations will need to be adapted, or completely 
new ones created. Normative evaluation here is needed once more to ensure that the result of 
adaptation is a new SM coordination that successfully contributes to the completion of the higher-
level SM strategy. 
 
Thus, equilibration allows for open-ended learning through incremental, adaptive differentiation of 
SM coordinations, bootstrapped by simple sensorimotor loops that are either already present at the 
earliest stages of development or that can be discovered through unsupervised, self-organizing 
processes. 
 
As we have discussed in Section 8, several elements of this theory are already present in other 
approaches. Ashby, for example, in his concept of ultrastability, formulated perhaps the first 
mechanistic account of open-ended learning, namely as the random exploration of a large space of 
sensorimotor loops with the aim of achieving dynamic homeostatic equilibrium. Parallels with 
reinforcement learning and related approaches (such as the Markov model and the DAC 
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architecture studied in this project) can be drawn as well. For instance, the exploration-exploitation 
trade-off characteristic of these approaches is related to the assimilation-accommodation 
dichotomy in equilibration; and the global equilibrium towards which these systems tend is one of 
maximum expected reward, in analogy with the state of maximum equilibration. They also go 
beyond Ashby’s random adaptations, by exploiting, for example, gradients and statistical 
regularities. In another project, SMCs are interpreted as forward models of the consequences of 
agent-object interactions. Here, adaptation mechanisms for splitting and merging of SMCs are 
proposed in the case of unsuccessful interactions, which are similar in spirit to the processes 
involved in accommodation when assimilation fails. 
 
Two essential aspects, however, differentiate the hypothesis of equilibration from most other 
learning architectures. One is the possibility of accounting for open-ended learning, the other is the 
possibility of incorporating an account of the origin of the norms underlying adaptation.  
 
Few attempts have been made to create adaptive systems in which the possible sensorimotor 
interactions are not predetermined. But equilibration is open-endedly constructive, meaning that 
one cannot in principle determine all possible SM engagements that an agent might be able to 
produce at some future point in time. This is in part due to the fact that most SM engagements will 
only become available in a history-dependent manner, when other SM engagements have been 
discovered that it depends on (like pre-adaptations in evolution). Very likely such a system would 
be non-ergodic. It will only ever visit such a small part of its “state space”, i.e. produce only the 
smallest number of SM coordinations out of all possible ones, that it would be on a unique 
trajectory (though commonalities in embodiment, social constraints etc. might limit this space 
somewhat). Incidentally, if this turns out to be true, it might indicate that equilibration is non-
compatible with theories like the free-energy principle, which assume the brain to be ergodic. It 
would also suggest that new quantitative methods are needed in psychology and neuroscience 
that can take into account the ergodicity of the developing mind (see e.g. Molenaar can Campbell, 
2009; Medaglia et al., 2011). 
 
Additionally, equilibration is open-ended because the world itself, which is a constitutive part of SM 
coordinations, provides an open-ended repertoire of possible “behavioral niches”. This is a point 
which can be seen more clearly in a dynamical analysis of SMCs, rather than in an account based 
on manipulation of internal representational states. In the dynamical perspective, the world plays a 
role in learning which is different from that of providing inputs to internal processing. Nothing in the 
formalism prevents aspects of the dynamics of the world forming constitutive parts of the learnt 
sensorimotor schemes, and indeed this is exactly what we see happening in implemented models. 
 
One example of a non-prespecified SM space is the habit-formation model of Egbert and 
Barandiarian (unpublished) described in Section 8 (though this model fails to meet some other 
requirements for equilibration). That model also points in the right direction regarding the origin of 
norms. By having SM coordinations be precarious, their continued existence depends on the self-
reinforcing, repeated enactment of the same coordination. The stability of the coordination can 
thereby serve as a non-arbitrary, intrinsic evaluation of environmental perturbations, as good or 
bad for continued stability. 
 
It should be noted, that at this stage equilibration is a hypothesis rather than a fully developed 
theory. It outlines the essential elements that such a theory will eventually have to comprise, but 
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certain details, for example regarding its possible implementation, have yet to be filled in. 
Additional work in this area will need to involve further work on the nature of open-ended learning, 
for instance further examination of the processes assumed to be open-ended in nature (such as 
biological evolution and the immune system). 
 
In sum, we have proposed a conceptual framework for understanding open-ended learning. This is 
inspired by Piaget, but has been given a detailed dynamical analysis. The analysis is fully 
compatible with sensorimotor theory (including the previous dynamical analysis of sensorimotor 
theory given by Buhrmann et al., 2013). This proposed framework leads to certain specific 
principles, required for open-ended learning. We have shown that the existing SMC architectures 
developed within the project are indeed implementations of certain of these principles, although 
none yet implements all of them. In particular, we have argued for the importance of intrinsic 
norms, and for the ability of a system to, in some sense, "transcend its own rules". 
 
The Piagetian approach provides an entry point into both of these aspects of open-ended learning. 
On the one hand, it makes intrinsic norms an explicit aspect of the framework, in terms of the 
closure of the sensorimotor scheme. On the other hand, equilibration proceeds by re-shaping pre-
existing structures in coupling with dynamical regularities from the world (some of them unknown 
by the system). Thereby, a Piagetian agent is never strictly bound to what is already known, even if 
this is always its departure point. 
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10. Appendix: Non-representational sensorimotor knowledge 
In the sensorimotor approach it is argued that in order to perceive it is a prerequisite that one has 
“mastered” the relevant sensorimotor contingencies (SMCs), i.e., to have acquired a kind of 
practical know-how, or implicit knowledge, of the laws governing the co-relation between one’s 
movement and associated sensory stimulation (O’Regan and Noë, 2001). Moreover, to perceive 
here and now one has to exercise or deploy the mastered know-how and “tune into” the actual and 
potential contingencies of the current situation (ibid.). But the primary literature on the subject is 
mostly silent on the how this mastery is achieved, what form the practical know-how might take, or 
what kind of process the notion of attunement might refer to. In order to develop some intuition as 
to how these concepts are to be understood, we can see how they are used: 
 

“Over the course of life, a person will have encountered myriad visual attributes and 
visual stimuli, and each of these will have particular sets of sensorimotor 
contingencies associated with it. Each such set will have been recorded and will be 
latent, potentially available for recall: the brain thus has mastery of all these 
sensorimotor sets. But when a particular attribute is currently being seen, then the 
particular sensorimotor contingencies associated with it are no longer latent, but are 
actualized, or being currently made use of. [...] among all previously memorized 
action recipes that allow you to make lawful changes in sensory stimulation, only 
some are applicable at the present moment. The sets that are applicable now are 
characteristic of the visual attributes of the object you are looking at, and their being 
currently exercised constitutes the fact of your visually perceiving that object.” (ibid., 
p. 945) 
 
“[...] seeing is constituted by the brain’s present attunement to the changes that 
would occur as a consequence of an action on the part of the perceiver” (ibid., p. 
968, italics added) 

 
It is clear that “mastery” is supposed to refer to the “accommodation” of certain regularities in the 
environment, and attunement to the exploitation of these regularities. But “accommodation” in this 
context does not necessarily mean that the contingent aspects of the environmental regularities 
are stored internally by the agent, but simply that the agent has undergone some changes such 
that whenever the regularities present themselves in a new situation, the agent is able to re-enact 
sensorimotor engagements that have previously been adequate in similar sensorimotor situations. 
It is also implied that the act of exercising one’s SM knowledge is not a deliberative process of 
consciously weighing different possible SM coordinations to engage in. It rather seems to be an 
automatic process in which the right coordination is solicited as a response to a particular situation, 
in other words a kind of “resonance” between environment and agent. Moreover, from the second 
quote it follows that the exercise of my know-how can be counterfactual, i.e. my perception of 
possibilities for interaction with an object depend not only on my current engagement with it, but 
also on my practical knowledge of properties of the object that are not directly available. 
 
Before describing a dynamic model that we think captures the essence of the process of 
attunement, we draw on Merleau-Ponty’s account of skill acquisition (Merleau-Ponty, 2002; 
Dreyfus, 2002; Kelly, 2002) to further elucidate some of these notions. Three aspects characterise 
the learning of sensorimotor skills according to Merleau-Ponty. Firstly, in the acquisition of 



eSMCs FP7-ICT-2009-6 Grant No. 270212  

45 

everyday skills, the accumulation of experience serves to discriminate situations that solicit a 
particular response with increasing specificity. Secondly, experience also allows a person to 
incrementally refine her dispositions to respond to these solicitations. And thirdly, behavioural 
responses to a situation take the form of movement towards the completion of a Gestalt, or 
equilibrium, to which the body tends without the need to mentally rep- resent it. Though still a 
rather abstract account of skill acquisition, translating these three elements into dynamical systems 
terminology allows us to arrive at a description that will be useful in the analysis and interpretation 
of models addressing the issues of mastery and attunement. 
 
In correspondence to the three aspects, firstly, if we consider an agent as a dynamical system 
coupled to its environment, then different environmental conditions, reflected in different sensory 
inputs, can result in the divergence of initially identical agent states. At a future point in time, 
therefore, the agent can react to the same sensory stimulus in different ways, as the accumulated 
history of its coupling with the environment has left the agent in different parts of its state space. In 
other words, the accumulation of experience allows the agent to discriminate between different 
contexts when exposed to identical sensory perturbations. Secondly, the behaviour of the agent as 
a dynamical system depends on its limit sets. Since through continued environment interaction the 
agent is able to reach different areas of state space, from these different initial conditions the agent 
may then follow different behavioural tendencies as determined by its attracting and repelling sets. 
Experience therefore can also serve to tune those limit sets such that the agent’s movement 
through state space corresponds to the desired response that a given situation solicits. And thirdly, 
the agent’s movements are fully determined by the relaxation of its dynamics towards the limit set 
in whose basin it finds itself at any given time. And the agent can not in any meaningful way be 
said to represent what the final state is that it is tending towards. 
 
In short, the learning of a SM skill, in this view, corresponds to the tuning of the agent’s dynamical 
landscape such that different environmental contexts leave the agent in different parts of state 
space, and such that the appropriate response corresponds to a particular trajectory of the 
dynamics when relaxing towards equilibrium. We would like to suggest here then, that in the 
process of mastery an agent’s dynamical land- scape is shaped over time to incrementally refine 
the discrimination of and response to different environmental situations; and that attunement is a 
process of interaction with the environment, such that a particular situation solicits the appropriate 
sensorimotor coordination. 
 
We next describe a model to illustrate this interpretation of attunement in more detail. 

Materials and Methods 
The model presented here consists of an agent artificially evolved to identify only through touch the 
properties of a planar surface presented at different relative orientations and positions. After a 
period of unconstrained interaction with the surface, the agent has to demonstrate that is has 
retained something about its properties by producing movements following the orientation of the 
surface without the surface being present any longer (i.e. without the corresponding sensory 
stimulation). In other words, the agent has to re-enact the now invisible surface, or act as if it was 
still present. Note that we consider the evolved agent as already having mastered the required 
skill. The analysis of the agent’s behaviour focuses on how the acquired know-how is exercised. 
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Fig. 1. Experimental setup. A: two-joint planar robot arm controlled by PDs whose set points (desired joint 
angles θd) are determined by the outputs of a recurrent neural network. B: Dimensions of the arm and range 
of surface positions and orientations. Surfaces are presented at two positions and orientations covering a 
range of 30 degrees. C: time course of each trial showing the progression of evaluation phases and the state 
of the sensor. 

 
The model is summarised in panel A of Figure 1. The agent’s body is a two-joint arm controlled by 
a continuous-time recurrent neural network (Beer, 1995) and equipped with a touch sensor (pink, 
dotted line). The environment consists of a planar surface (green line) whose position and 
orientation relative to the arm can vary. The agent’s touch sensor can register the distance to the 
surface when in close proximity, but the arm can freely pass through it. The agent’s neural network 
has a fully connected hidden layer receiving three inputs: the arm’s two joint angles θ1,2 and the 
distance D between end-effector and surface as measured by the sensor. Two output neurons are 
fully connected to the hidden layer and control the desired joint angles θd. These are transformed 
by PD controllers into joint torques that are applied to the arm (blue arrows) to produce the 
required movement. The arm dynamics are given by a common model derived from Newton-Euler 
equations and d’Alembert’s Principle (for details see Hollerbach and Flash, 1982). The parameters 
of the PD controllers were tuned by hand to achieve a somewhat underdamped response. 
 
All nodes in the agent’s neural network are modelled as leaky integrators: 
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𝜏  𝑦   ̇  𝑖   =   −  𝑦  𝑖   +   ∑  𝑤  𝑗  𝑖  𝜎  (  𝑦  𝑗   +   𝜃  𝑗  )  
where yi is the activation of neuron i, τ ∈ [0.01, 4] its time constant, w ji ∈ [−10, 10] the strength of 

the connection from neuron j to i, θ ∈ [−10,10] a bias term, and σ(x) = 1/(1+e−x) a sigmoidal 
activation function. Both arm and neural dynamics are Euler integrated with a step size of 0.05. 
 
The surface can vary in position and angle, and a unique combination is tested in each 
experimental trial. The range of surfaces evaluated is shown in panel B of Figure 1. The arm 
(shown in black) at maximum extension has a length of 0.65 units (indicated by the light grey half-
disk). The distance sensor is attached at the end of the arm and can sense objects up to 0.05 units 
ahead (dark grey half-disk). Its response signal is inversely proportional to the sensed distance 
and scaled to the range [0, 1]. Surfaces are presented at two different positions (0.44 and 0.56 
units from the arm’s origin) and are 1.4 units in length. The angular range covered by the surfaces 
is 30 deg (0±15 deg). Two more surfaces per position are used in the experiment (at ±7.5 deg) but 
not shown here for clarity. 
 
The task is to move the agent’s end effector along the particular surface presented in each trial, 
even after its touch sensor is disabled. A version of the microbial genetic algorithm (Harvey, 2011) 
is used to search for neural network parameters that allow the agent to solve this task. Each 
candidate solution is evaluated on 10 trials, in each of which the agent is presented with a different 
surface (2 positions x 5 orientations). The time course of fitness evaluation in each trial is shown in 
panel C of Figure 1. During the first 2 seconds the agent’s movements are unconstrained, i.e. its 
behaviour does not contribute to its measured fitness. During the “probe” phase (2.6 s), the agent 
is rewarded for proximity to the surface but is otherwise free to move in an arbitrary manner. Its 
fitness in this period is equal to the end effector’s average proximity to the surface (measured 
using the shortest distance). In the ”follow” phase (last 4 seconds), the agent’s fitness is 
determined by the combination of average proximity and the end effector’s average velocity 
parallel to the surface (measured as the absolute length of the projection of the velocity vector onto 
the surface). After blackout, the agent can no longer sense the surface, yet has to keep moving 
along it (e.g. unidirectional or by oscillating back and forth in the corresponding plane). The total 
fitness of the agent in a single trial is the average of the fitness achieved in the probe and follow 
periods, and the overall fitness across all trials is equal to the minimum of individual trial fitnesses. 
 
Given this experimental setup, there are two types of solutions to the task. After blackout, i.e. when 
the agent is “touch-blind” and has to re-enact the previously encountered surface orientation, the 
only sensory inputs available are the agent’s current joint angles. Hence, if the agent were to rely 
on sensory inputs only to discriminate the different surfaces and produce a different SM 
coordination in response, this would imply that the joint configurations at the time of blackout would 
have to be unique for all surfaces encountered. If, in contrast, the joint configurations at blackout 
are not unique, then a successful agent must have used the initial exploration phase to reach 
different parts of its state space, such that different behaviours can be produced in response to 
identical sensory states. Such a process of state differentiation in covariation with environmental 
variables we would then be happy to label “attunement”. 
 



eSMCs FP7-ICT-2009-6 Grant No. 270212  

 

Results 
Successful agents evolved reliably with as few as 3 hidden neurons, but better performance could 
be achieved with a larger number. In the following we present results for an agent with 8 hidden 
neurons, which achieved a fitness of 82%. 

Evolved behaviour 
In panels A-D of Figure 2 we show typical examples of the agent’s end effector trajectories (grey, 
darker shades indicating greater touch response) overlaid on top of each corresponding 
environmental surface (red). The data is shown in joint space (θ2 vs. θ1), i.e. the red lines 
correspond to those joint configurations the arm would have to adopt to reach points on the 
surface. The left and right columns show data for the two extremal surface orientations. The first 
and second row correspond to surfaces at the closer and farther distance respectively. Note that 
the simple planar environmental surfaces are in fact complex curves in motor space; and that 
surface orientation and position in Cartesian space seem to become surface position and scale in 
motor space respectively. 
 

 

Fig 2. Joint space trajectories of successfully evolved agent. A-D: Shown in red are those joint configurations 
that the agent would have to adopt to reach points on the surface, i.e. the planar surface translated into joint 
space. Overlayed in grey are the performed trajectories, with darker shades indicating greater touch sensor 
activity. Green markers indicate the initial position. A and B correspond to surfaces at different orientations 
(+- 15 degrees). C and D correspond to the same orientations as A and B respectively, but at a greater 
surface distance (+ 0.12). E: Trajectories for three surface positions (in red, green and blue) and five 
orientations, darker shades again indicating greater touch response. 
 
Inspecting the trajectories we observe that the agent initially performs a stereotypical transient that 
eventually makes contact with each surface at a point that depends on the configuration of the 
surface (the trajectories turn from grey to black here). All points of first contact occur at the ”lower” 
end of the area of highest curvature. After contact has been established, the agent uses its sensor 
to move the end effector along the surface in a single direction. Finally, when the sensor is 
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disabled (trajectories turn grey again), the agent continues to move along the opposing side of the 
surface. While towards the end of the trial the agent begins to deviate from the surface, for a 
significant time after blackout the agent manages to follow it well. 
 
At first glance the observed behaviour might not seem remarkable. However, the agent has control 
only over the position of the arm in joint space. Hence to follow the curvature of the surface, the 
neural network has to produce a complex time-series of joint angles such that the corresponding 
end-effector positions lie on that same curve. In other words, after blackout the agent cannot rely 
on some form of inertia to keep it moving along the required curve. Nor can the agent simply hold 
certain variables fixed in order to keep moving in the same direction, as would be the case for a 
wheeled robot following a straight line for example. 
 
The most important aspect of the observed behaviour is the fact that for each surface the agent 
produces a different trajectory after blackout, even though the touch sensor returns the same 
signal in all cases. This difference in SM behaviour in response to different surfaces becomes 
more salient when we draw all trajectories in a single figure, as shown in panel E for three different 
surface positions and five orientations each. We observe that some end effector trajectories cross 
each other in motor space but subsequently follow different paths. Since during this phase in the 
trial the same joint angles also serve as the only inputs to the agent’s neural network (motor and 
sensory space are the same), it is already clear that the behaviour cannot be determined by 
instantaneous sensory input alone (since the same sensory input here leads to different 
behavioural responses). Instead, the differentiation of identical sensory configurations must be 
based on the history of the agent’s engagement with the surface, as accumulated in the agent’s 
state. 
 

Generalization 
Before identifying what sort of mechanism underlies the agent’s unique behavioural response to 
identical sensory stimulations, we will demonstrate how the agent’s performance generalises to a 
larger range of surface configurations than encountered during evolution, and identify the kind of 
features the agent might use to achieve this. 
 
In panel A of Figure 3 we plot a heatmap of the agent’s fitness as a function of surface orientation 
(horizontal axis) and position (vertical axis) at 30 different values each. The surface configurations 
used during evolution are located at the intersections of the red lines. It is clear that the agent 
establishes successful interactions with the surface over a wide range of surface configurations. 
 
This task would be relatively simple if there existed a simple, instantaneous sensory feature that 
uniquely identifies each of the 900 tested surfaces. For example, since the agent initially performs 
a stereotypical transient, one could imagine that the time of first contact with the surface might be 
unique, or equivalently the joint configuration at this point in time; or, perhaps, the joint angles at 
the point when the sensor is disabled. 
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Fig. 3. Performance for 900 different surface configurations (30 orientations x 30 positions). A: heatmap of 
fitness achieved for each surface. The intersections of red lines indicate the 10 surfaces encountered during 
evolution. B: Scatter plot showing for each of the 900 surfaces a 3d point whose coordinates are the time of 
first contact between end effector and surface (tc), and the joint configuration of the arm when the touch 
sensor is disabled (θ1,2). 

 
To see whether this is the case, in panel B of Figure 3 we plot for each of the 900 as the state of 
the two joint angles when the sensor is disabled (denoted by θ’1,2). One can observe that the 
resulting points lie on a curved surface that folds back on itself in the tc dimension. From the 
curvature of this manifold two implications can be derived. Firstly, there is no unique time of first 
contact across all surfaces (e.g. the top part of the manifold is curved such that points in closer and 
farther regions relative to the plane of the screen can have identical tc coordinates). This can in 
fact be seen already in panel E of Figure 2, where trajectories for different surfaces split from the 
initial transient at the same time. It follows that the state of the proprioceptive joint sensors at this 
time cannot be unique. Secondly, because of the fold, the joint angle configuration θ’1,2 when the 
sensor is disabled does not uniquely identify each surface either.  
 
What is unique, however, is the combination of these two features, as there are no two points that 
coincide in both tc and θ’1,2. It is clear that there must be some combination of features that can be 
used to distinguish all surfaces, as otherwise the agent would not be able to solve the task. The 
question is how the agent manages to retain information about the initial contact such as to 
respond appropriately later on when the sensor is disabled. In other words, how does the agent 
integrate sensory signals over time such that it can respond uniquely to ambiguous sensory 
information at the time of sensor blackout? 
 

Neural mechanism underlying surface disambiguation 
To better understand how the agent differentiates between surfaces even when instantaneous 
sensory feedback is not unique we look at the agent’s dynamics in higher dimensions. Figure 4.A 
shows a projection of the agent’s state that consists of the two joint angle sensors (θ1,2) and the 
output of a hidden neuron (h1). Lines of the same colour correspond to trials where surfaces are 
positioned at the same distance but oriented differently. Colour shade varies with orientation, and 
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different colours correspond to different surface positions. Black dots mark the time when the 
sensor is disabled. 
 

 
Fig. 4. Three-dimensional projection of the agent’s neural state onto the two proprioceptive input neurons 
(θ1,2) and a hidden neuron (h1). A: trajectories for three different surface positions (blue, green and red) and 
five different orientations each (shading of colour changes with surface angle). Black markers indicate the 
point of touch sensor deactivation and a grey marker the common initial state. B: Trajectories for two surface 
positions over a period of 50 s. A red marker indicates the common attractor position. 
 
Starting from a common initial position, the combination of all initial transients forms an arc that 
traces the stereotypical movement pattern exhibited by the agent if no surface was present. For 
different surfaces, then, the trajectories separate from this arc at different points, namely the point 
at which contact is made with the surface. One can observe that trajectories belonging to surfaces 
of different orientations but identical distances (i.e. those of the same colour) are already ordered 
at this time. In other words, the time of first contact correlates with surface orientations. 
 
However, there are also trajectories that start diverging at the same point, even though the 
corresponding surfaces are located in different positions (differently coloured lines); i.e. trajectories 
belonging to different surface positions are still partly “entangled”. During the period of sensor-
based surface interaction, however, these trajectories eventually become disentangled forming 
clearly separated bundles. For each surface position corresponding trajectories now form curved 
manifolds that lie parallel to each other, and in each of which trajectories are ordered by surface 
orientation. Thus when viewed from certain angles or in certain projections, trajectories belonging 
to different manifolds might seem to cross (like in Figure 2), while in fact being well separated in 
higher dimensions. Finally, just before the sensor is disabled, each manifold is being twisted. This 
preserves the established ordering, but ensures that subsequent parts of the trajectories are 
shaped such that their projections into Cartesian space are approximately straight (like the 
corresponding surface). 
 
What keeps the trajectories separate after the sensor is disabled? Do they relax into different 
steady-states? To answer this question we observe the dynamics beyond the duration of the trial 



eSMCs FP7-ICT-2009-6 Grant No. 270212  

 

with the sensor remaining off. This makes the agent an autonomous system, which should 
eventually reach a steady state. The result can be seen in panel B of Figure 4, which shows the 
same projection as panel A, but from a different angle and for clarity only two surface positions. 
One can see that within the plotted duration of time, the agent approximately reaches steady-state, 
and in particular the same stable attractor for all trajectories. In principle the meticulous ordering of 
trajectories within and across manifolds could also have been the result of trajectories tending 
towards different attractors. Here, however, the different sensorimotor coordinations are formed by 
different transients within the same attractor basin, but in such a way that their separation is 
maintained long enough for the trial to end before converging. Similar forms of state-determined 
sensitivity to the environment have been studied using information- theoretic techniques (Beer and 
Williams, 2014), which could yield more detailed information in this case as well. 
 
In summary, underlying the act of distinguishing and responding differently to various surface 
positions and orientations is the integration over time of several aspects of the interaction. We 
have seen that surfaces that are positioned identically but oriented differently can be identified in 
the neural dynamics by the time of first contact alone. But at this point there still exists ambiguity 
with surfaces located at other distances. The ongoing interaction with the surface helps to 
disambiguate these cases by splitting trajectories into different manifolds. All trajectories now being 
perfectly separated and ordered in state space allows them to relax towards a common attractor 
along unique transients, with the shape of transients corresponding to the desired surface 
orientation. 
 

Discussion 
Our model serves to illustrate that becoming attuned to a situation, or environmental feature, can 
be interpreted as a continuous process of agent-environment interaction such that different 
situations are discriminated via the separation of the agent’s dynamics. Therefore, unique 
behavioural responses can be enacted as a result of this separation and each response 
corresponds to a particular transient during the relaxation towards equilibrium. Mastery of SMCs, in 
this view, corresponds to the process that shapes the dynamical landscapes of an agent such that 
attunement is made possible. 
 
As noted in the introduction, the dynamical process can be interpreted as a minimal example of 
Merleau-Ponty’s motor intentionality, and thereby illustrate how agents exhibit embodied 
“purposeful” behaviours, without representing environmental features or explicit goals. Just like, for 
example, a tennis player who performs his serve or return without having to contemplate each 
required step, nor indeed the details of the ideal posture to adopt when hitting the ball, the 
performance of a SM skill is more like a habitual relaxation towards an optimal movement “gestalt” 
that is only implicit in agent-environment dynamics, and which is solicited by a certain situation in 
the world. 
 
Though we have not provided here a model of how SM skills are mastered, i.e., how the dynamical 
landscape of the agent is altered through experience, we believe that simple models of the kind 
presented can contribute to filling in the gaps in sensorimotor theory. Not only by making more 
explicit what we mean when we talk about notions such as “mastery” or “attunement”, but also by 
deriving implications that only become clear when these notions are operationalised (Buhrmann et 
al., 2013). One such implication is that sensorimotor theory does not have to evoke explicit 



eSMCs FP7-ICT-2009-6 Grant No. 270212  

53 

representational vehicles, nor deliberative processes of action selection to account for the 
acquisition and exercise of SMCs. This lends further evidence to a radical reading of sensorimotor 
theory (Hutto and Myin, 2013), which rejects the role of contentful representations. 
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